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ChattyGraph: Highly Scalable Graph Computing System for Heterogeneous Multi Accelerators

JIANG Xiao-Bin"?, XIONG Yi-Xiang'"?, ZHANG Heng', WU Yan-Jun', ZHAO Chen'

!(Institute of Software, Chinese Academy of Sciences, Beijing 100190, China)
*(University of Chinese Academy of Sciences, Beijing 100049, China)

Abstract: Recently, with the increasing trend of data scale expansion and structure diversification, how to use the heterogeneous multi
accelerators in modern link to provide a real-time and reliable parallel runtime environment for large-scale data processing has become a
research hotspot in the field of high performance and database. Modern servers equipped with multi accelerators (GPU) has become the
preferred high-performance platform for analyzing large-scale and irregular graph data. The overall performance of existing research
designing graph computing systems and algorithms based on multi-GPU server architecture (such as breadth first traversal and shortest
path algorithm) has been significantly better than that of multi-core CPU computing environment. However, the data transmission
performance between multi-GPU of existing graph computing system is limited by PCI-E bandwidth and local delay, leading to being
unable to achieve a linear growth trend of performance by increasing the number of GPU devices, and even serious delay jitter which
cannot satisfy the high scalability requirements of large-scale graph parallel computing systems. After a series of benchmark experiments,
it is found that the existing system has the following two types of defects. (1) The hardware architecture of the data link between modern
GPU devices is rapidly updated (such as NVLink-V1 and NVLink-V2), and its link bandwidth and delay have been greatly improved.
However, the existing systems are still limited by PCI-E for data communication, and cannot make full use of modern GPU link resources
(including link topology, connectivity, and routing); (2) When dealing with irregular graph data, such systems often adopt single data
movement strategy between devices, bringing a lot of unnecessary data synchronization overhead between GPU devices via PCI-E bus,
resulting in excessive time-wait overhead of local computing. Therefore, it is urgent to make full use of various communication links
between modern multi-GPU to design a highly scalable graph computing system. In order to achieve the high scalability of the multi-GPU
graph computing system, a fine-grained communication based on hybrid perception is proposed to enhance the scalability of the
multi-GPU graph computing system. It pre-awares the architecture link, uses the modular data link and communication strategy for
different graph structured data, and finally selects the optimal data exchange method for large-scale graph data (structural data and
application data). Based on above optimization strategies, this study proposes and designs a graph oriented parallel computing system via
multi-GPU named ChattyGraph. By optimizing data buffer and multi-GPU collaborative computing with OpenMP and NCCL,
ChattyGraph can adaptively and efficiently support various graph parallel computing applications and algorithms on multi-GPU HPC
platform. Several experiments of various real-world graph data on 8-GPU NVIDIA DGX server show that ChattyGraph significantly
improves graph computing efficiency and scalability, and outperforms other advanced competitors. The average computing efficiency is
increased by 1.2X—1.5x and the average acceleration ratio is increased by 2x-3x, including WS-VR and Groute.

Key words: large scale; graph computing; multi coprocessor; bus; communication
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VAR I T (5 85 8%, 83 CUDA AU (% API: cudaMemcpy 1 cudaMemcpyPeer S2H| CPU-GPU 1 GPU-GPU
Z MBS, EHEGERT W REZNRIZEEFERE, LEIEAQR) #F(broadcast) . 4 (scatter). 4L
(gather)5s. HRCH LML B, WA IBER T WA RARE, FIHENREEAER I TR,
WERG TG MB AR B A2, DU YOEE SR MR R MPE8 . 7EA i, /4 UVA Fl NCCL P #h
WAE T3, AL ol A5 I R T I A5 iR

UVA: 4i— Bl Tk (unified virtual addressing) & CUDA v4.0 MUAK SZREUHTREPE. UVA A0 %A S
PCL-E [WICAT 58 A1 & 1R, Ll it %2 4% Tl (zero-copy) A A7k T N AEER (it — /MU EE = W), SRF GPU i
VIAEARE B N AE v ), A 22 5 oK A Ba 5 U1 a0 [ 52 P9 A7 (pinned memory )€ T AFEAZ A T, i G A
43 T 51 ) L i k2% Dipanjan Sengupta 25 AU'%*?1¢% GraphReduce H1 & BL: W P A7V Il i, UVA B4 T 45 s
1EMERE. R, GraphReduce K] UVA J5 30 Fe W A7 25 8], FERC A S0 TECH Sl AL 5 GPU MU 2 S,
PLILHE B B S0, 88— W A7 (unified memory, UM)ZE T UVA 23, @8 —4~ CPU fl GPU 4 —FL8E W AT
i, pIAEI R BV S FL IR 2 ) ) LA CPU 8% GPU A R K Fig 4 ELBE UG ). UM £ BT S48 o+ =7 5
B2 H 73K, Pengyu Wang 25 A\ BOSEAS T AR UM BCE R ETHEL IO TAE G2k, ¥t T GRUS fift ol 4 i ic
GPU WA 5, B AR BB /N R B S5 /A0 e 2, KRR N A2 05 A, A0k T 1 TE 8000 P A7 7
A, SRR, T2 GPU IR IMERE 64, 1NE TR Ry R 3 2 GPU B

NCCL: NVIDIA Jf % ] GPU % & {5 JE NCCL (NVIDIA collective communication library) i St S B T %
WA MR EAE, MOENB 2 MREY S FA . BEr, NCCL FER WA RA: NCCL-VI(ITE)H
NCCL-V2(F). A T R AL 4 56, NCCL M5 ZE 7T LA A 3) iR 5N ) NVLink, PCI-E #1 QPI %%, 7&
TR A 30 0 &5 b P R @RI AT B AR, B R B SR AR5 U 2 BN B, W AR W9 4% DL K 2k T8 s A% . 35 90
2B P V) 43 8 B KT A B, AR A AR T R ZE I I R T A AR T, B AR A A N R S B
FHCE BT, ARG EAE 1Y PR R AR A T T RE.

WK 2 Frow, LA 3 R ok H WA T Al AE 7 2 A B Zero-Copy A& K H UVA R PE L Hi 2 20, MemCopy
FeAt gt 5 BRI, MemCpyAsync 72 7 2 1) B X H % LB

2 RO RUBAE TR AN R K /N BN B LA AR
B BRI N  BRRERE I FER B A AT Sk R 1A A7

Size (KB) Zero-Copy (ms) MemCopy (ms) MemCpyAsync (ms)

4 0.017 0.040 0.025

16 0.037 0.061 0.050

64 0.118 0.136 0.124
256 0.621 0.405 0.372
1024 3.317 1.497 1.419
4096 25.272 5.391 5.307
16 384 174.579 27.144 28.302

T AT LG H: 6 TR AR, 4% Zero-Copy (138 A5 ZEAR A BAL T I0Ad i Ff; 110 76 15 4 K B,
Zero-Copy PEREANEE. 457181 4 % L UVA A1 NCCL £ A% i A i) s K/ IR R A5 1 58, [MIRERE T UVA fE &
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/N B I PR A5 Y 98 R AT NCCL; 1ff NCCL Ak KBl I, A5 5 95 22 00 T UVA RISLAt six) 0
(W

50

5= UVA
w0] = NcCL

30 1

20

Bandwidth (GB/s)

10 15 20 25 30
Size (2")

4 UVA NI NCCL 75 A% iy AN [ K /N Bt i 0 845 417 56008 Ee

o WA RGY EE] Multi-GPU B M £ AR N AAAE 1 AT 7 e 1t Gl g

Zr_LFTIR, 4T G I T ) Multi-GPU fIR 55 25 1 K U B B IFAT V130 F e 320 U A il oK A Pl
B Y )RR At T 38 47 PRI 2 S 22 [ 0 25 2 SR S LLIE T T K UBEE AT T 58, AR TIX 2 Multi-GPU
B IAT I S R GAIRAE R G AT R L BRI A ERE, L2 AE 4 L1 GPU b it %icdls Ak BEYE € S 1
TR, 23 BIR ARG, ASORICUET Multi-GPU BTHE RGAF(E BTG 1) 5 208 T R
GE N FRIE B (LA RE R A A . TR MR ) vt 2) S HOR AT R 10 A ) s L URIRS B e,
UVA 55, XG5 10 GPU S 2B A% B BORTE WS AN 0 P it B vF SN, 23y o R i o b S5 ) 28 T F
B, JF HICUE e 0 M e PERE ) NVLink 8B 58 B0, AR LIRS VPAL 4518, ASCEE— 245 1 Multi-GPU
T R SR g B AL

2 Multi-GPU TS REHITIHERKZITa

BEE GPU 1 #% I B4 i 00 A5 B A I RS 00, 5046 ) A00HR B8 3 0 1 e 7 280 00 8 e adb . AT, BRAT AH G AT
TAEE R Multi-GPU B 34T M REEHT, £ — @ RERE 1 B T 56 I 2 4 1t 1 4% 1) % I e AR 34 1 4
GPU % # 8] e 25 (1 B B 08 TR RS B R4 A H.

FEARAT R, T 0) R 45 B T A P P A IO, AR ST 45 T AN IR AR B R AR AN [RDR R B s . Tl
fERET LR OB RS I (AT 98 . SEIREE). 25, A THEY REZ GPU T & LA BT A I 47
T 22 55 3 1 s P sk R ) 57 s i
2.1 ¥ REIMulti-GPUFE & B FHTit B 1L R BgIERE

o A ER G R I R D T T

1E Multi-GPU 4588, % GPU % &I B T BE MM e s (] 3), AU s (P2P)4E I (1 7T 3% K A2 th A 4
FAHE, X P TR, 3 249707 Multi-GPU V15 R 40 1 5 — 38 15 77 20 DL SE I 55 A0 1) o 17 e i JoE .
i 55 P2P 3BAE 75 T AL i B A R B 4% I T EAT 2 ST A, 75 WP 25 8 45 B U & b4, P2P @ A5 v
7853 ) AR A 199 4 0 v (99 N'VLink 85 i%, 38 poBE i o0 A H 208, AT S(0) I B3B8 R RETE 22 Bk GPU 1%
H VPR AT M 4 P GPU ¥R B 5 B GPU I, RAEMERES AR TR &0, WRIEKE 3(@)h & GPU &4
FEBS AT LG 1 EER 4 DHEBGRE[GPUO-GPU3HI K2 4 DN [GPU4-GPUTIANFE | — 1 i & 3%,
XSy R, EEE T, F— T BB RN Z R GPU B4 ] (38 15 1 i 2Lt /T #5 7 1H
GPU Z [8][f 301

Rk, 76 AT RSO 5 S0 A% 2 45 4 2 iy, T8 3 T2 A0 U MR 45 7% 7k R 45 44 22 GPU 2 46 18] (1) 3 3l 1,
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T TP S di B e O O e L A, 88 G 6 2 ) B — ) Bl A% B e 2.

o B [F) D Bl AR A A

M5 25 H IR B mT L, AP AN T B S 10 K A ity 9 B ot 0 R/ ma 224k, B A, #Effdm 1IM-
256M Hidi K NI, GPU B4 0] (14 Kiodfs 4 % ol 98 B A Kodl (o /N, R 2B _ETHE S FR, M
K s(b)ale 98 ASEIR p AT AL 24 GPU B&HUR KT 4 W, weat ) BB sl TG K, 3 B0 st
(UVA, P2PBroadcast) {1 i) #E AR 1 B8 SURI R 1. RTINS, AN ) Bl €0 ) S 38 5 B SR A KN R R PE G &R )
Pk, WSVR B AN — WA T5 B (UVA) £ CPU W A7 A G247 TR AR IR 7 i, #E4bHE GPU THSLRIP I, i

TRREIEAR A TR TS AT K B AR 20, $Aadhay ok CPU-GPU 1) VO #4%, 51 3k K B e 3B R R 20 TF4Y.

60 3000 = 120

-~ PCI-E UVA
= 50 | —o- wtinkva 2500 —©- p2pBroadcast 100 ¢ z :::Bmadcast
~ —{— NVLink-V2 [ —
/A 3 2000 { T rectBroadeast 2 5% ncslBroadcast
O 40 =} m
= W > 1500 )
= 30
g o § 1000 %
e S 500 2
Mm 10 0 g
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02A20 2021 2022 2023 224 2M25 2026 2827 228 2 3 4 5 6 7 8 2 3 4 5 6 7 8
Size of data Number of GPU Number of GPU
(a) R4 IM=256M HU4 I (1 38 15 47 58 (b) 3 ) 4R A5 A 2 B A S IR () 3 Al 7l £ 5 2K 110 3804 Ay

5 ANTRIR /I R B0 A0 7 25 B B AR 2 T 3 A5 1 R 17 L

DRI, 76 B AN B0 1 o i ) FR) B0 A I, Multi-GPU & AT V88 R G810 T 37 J Pk A AN 55 T 2% SR 4 4
PR 5 SR 3 % I A0 T 08 4% (B B I, N EE (W), SR T 0O B 1 R /DN R R B A 5 L 1 B A o A A
(P2P/UVA/ . 2/4E Gl A5 55), LUK B A& 5 1k .
2.2 AXWMAZE

T AE T T GPU BB B IR AT v R SRR A8 T I b JE B Multi-GPU SF & b, AR SRR A Ak 1)
5 Y RAR T 2 GPU i 4 IR HE T8 A0 A SO BB 0. 38 3 193G A B BAT0 Multi-GPU &I 55 2 42 (19 4
FE TR A AN IR 5 P TSRS . Ol T A RS T) 4 ) B O A A 0 B R T A A 1A T A Bk
W%, ASSCHF IR T — AN Y GPU BIFATIFEHEZE, I3 e Hng (GPU L A7k . 2% CPU M % GPU
W24 P R EAT S LA SE IR, JE BT i) Multi-GPU 1315 3447 2 4t ChattyGraph, 5 4 71546 T 41 i 3L 52 90 45

3 [ Multi-GPU RESBE T EASRMBAR ER It E@EEER

T o B4 S A AR GPU i B VR POVRI A St VS T R £ (K AL AT P K B MU R, TR T
B2 GPU B Eodla 4k S0 (5 B, DU o2 2 P deik. 40 10 Multi-GPU I JFAT 1S R L ik 78
PRI GPU B4 1] [ Kt B i, 3 BURGEn] 3 JEE AR BEJCVA IR B e Ak, A4 SO $ Y (1 4 Sl vl feh 45
P Bl D47 A P SR Y 306 P g o UL T 14 445 ) AN B S AR D2 AT I B TR PR Multi-GPU BT SRS AT 4
JEE I, AN SO R DA SR 3 4 r vt oy i S B 1) B R P b rhs, SR Sl i 20 6 1) e A2 LA
3.1 REEBRMABEEEITHR

s 2 IR ITA, BT Multi-GPU P Edi HE AT T AR A s AT S p AT e R P e 1 AR LA
. WSVR P TSR SR I 40— A7 BLEOR(UVA) £ WL A7 3 AT 5 720, Groute P 3 o A
SRR LN A7 i HEAT Bt (720, JF G fe itk dr, D0 T WSVR H5E ) UVA JEX, J& TAsEam L
W A7 S [ 25

L2 T, ChattyGraph i FH 46 %L SEFIUHLREFE 9 GPU RIS $ 4F, 3 — Tl Ik B 0 000 &5 4y S 6 1) PAY 0
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fEIBAT I, 32 R 75 A 0 00 1 040 4k B ) AT IR A FE oh, ST 1) Ak B 504 R A A TR K/ B 75 ZE R 28,
FELRAFZE ALK J14T. ChattyGraph 5 1E AN [FURLIE (1) 45 #4200 A FH A0 RS EER SR A R (% GPU 8]l
fEEAE L AR GPU WAAET ). T FRI% PCI-E MIAF 5. (IR % YRR TE, ChattyGraph 78437
NVLink #% GPU Z [Al {42, KRR T CPU 5115, W F 7R, ChattyGraph 75 B AT A8 47 I o
FERERE T AL R IE A5 B

o IR G HERAE N 45 M B B AR

G — AT TAEAELE CPU E NG X (K A 250 I BOR 48, e WA fb I B, 22/ CSR B 454
R4 5 o BRI L4 2 GPU, % GPU Uifr W IR B VIS5, ¥4 BB /N 28 ) 5 22 v X 6 &, 06 10 450
W &ML, JKZ GPU W&l id % /7 23 5 E LR B 2 47 (0 — Bk, i, JR)ZH R PCI-E a Al 15
CUDAMemcpyAsync #AE LAY B 2 & 407 MG R EEER S, Bobd REHZ GPU RGR W EZH
. SRS G E F D HUBIAS ], ChattyGraph 38 38 156 4 e 4 o T 0 {8 55 20 A0 28 ol XOR I8 8 SR 44,
K 4 BT Ho%E GPU & #% WP #B A7 A8 RSt BB e () vy ). BE HL A& b, ChattyGraph YHBX T CPU WAFZZ M IXAE R
BB S, A FD B SEATE GPU Z a#U4T, W 6 W X 7 ChattyGraph ¥ JiUA{ T CPU A 47
3 (R 4 JR T A B R N % GPU 45 W A7, AEEAS GPU 45 FR 4y — A4 J5 TS A B, S8 1) T oo i
NCCL #HATHERET i, LAt KRR E D> CPU & 5. i TA)5 T s (B 4L R A7 AE % BAF P IR, T
S R T DA AR GPU 4 P 58 N 67 PCI-E 92 5. ChattyGraph 787> FI ] GPU £ 28 fi ()45 1
(CAnB 7 Fiow), Spekfifas il Lt AT B X o B AT B I E T 508, B recvBuffer (19 V1 A7 X A J& 10 45
THEALM VI AL

EFUVARES

atnna [2 [ [ ] senncflil]

HiEE ERHE

ZRBCPUREIE
R AUVALSB S

ncelBroadcast

Multi-GPU )
X FINCCLAYS 4

recvBulfer

.
Dj <index,value> Dj <index,value> m <index,value>

LRRASHEEE  REEAR RRBE AR GPUEINCCLI“#§  CPU-GPUUVA®(Z GPUNZZEER
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GPU1
e e recvBuffer sendBuffer e |:|:| <index,value>
Y ||V Vi | Vi | Vis | Vis %8R SRM~EHE
\\'\. \ \ \ \ Dj <index,value>
BBENK
Vo I Vil Vol Va [ V| oo | oo | Vi | Vi | Vis | Vie | Vis
D] <index,value>
% ? 3 3 RFEREAR

7 ZEREEH

1590 1 ) ChattyGraph E DM ACHE 7R 2B 58 AR THRAT 5 (38 1047) )5, i B2 A5 1 T Af
SORAFAESOR G P IX, JF i NCCL [ #6 e B AT ) 4k (5 15 47), 1 HRH0 H 0 sbdik o2 R4S e 46 (e 2 o X
12 R — R BACTFIR IS, PrA vk 10T R AR R3S 22 i DX o ST T RUBLCER 6 4T), ik 22 2R R i Bl W 2%
X A A7, 5B I O B8 1] 1K) value {H. 383 SR 4R 5 BRAE K GPU A 55 14 2% i X 22 (0] S ms . (19 &R
L % GPU B [0 i) 45 R 2 LL NCCL () 3 SEns &0 GPU (0] 8 Ml 45 30%, Mt GPU ERFEAF R0
b, 28 th NVLink /sl gt 7 Bm 8 ol X Sms B 3 Mo e IC 70 48— MR 0L SR 484 TR, AL e R
BT PCI-E (i 58 BEUEARAS, 1 HLAT OGRS T GPU IIZE A7 Bk CR B AL T iy ok 1) T 4.

o Il P2P BRAFHPRE L HAR

P T SR AR R b AR S B T 2R GPU BURIRAS L 5 B A% i 1) s 5 B0 v BORI I AR 1) 42 1 PR e i A7
G OIRE B R AR v B H B 5 10 I B e, CIRZS B IR0 KL AR S5 A Rl WAL, SR TR AR
Multi-GPU 4B P [ R R PERE R A v 2RI 56, K24 GPU B4 IR ZS 12 il 75 T2 AT 49— 30k AR AR 4
AN BB RAR A B A W 2 15 5 B )20, T S8 R AR Sl s . IX RS &l 6 s X s, Bk
Hu, S5 14T GPU PR AT AL, IRSEE I8 A5 2 5 m CPU i 2 XU 5 TR 4 11 5 A,
BIVES 12 47 ORI A5 B8 DU A7, DMEES 15 47) $R48 -2 1 10 A5 2o Hoi . DRIk, 24 50 A B8 v 54T
(B 10475, 2 ek iz B v 5043 W A5 S E (count {H)1 I UVA J57 088 DUBIAAE, BLI 4 ID 14 %
B R 2R (devID.count [H)(H 1247); #EAN RGUZIR ARSI 20, FEEIE AL AT, ZFHFAIM RGBT ik
REB 1947), Tk, GAE &K E A2 s HIAL T UVA J5 35 B e, JF il CPUB B AR R E
SR RGUEAL R, KR R R A B B IR AT PRl B N B AT RECAT . O T BB, AR 2 4%
12 GPU 4 (G 3 17), RIEIT £ R RE 5ok B GPU R &5, DO IR 85048 50l 7725 1/0 SRms nl etk
5 Gt BUBOR T B R G0k B s 2 GPU e A L, Hixds 6l 2 GPU s BARTEAF] GPU w4 1 HAE
A SEBIFAT, (H2 T AR, CPU X 2 M A S REAK IHZ HR AT 10, @5 SCIE 9(a) s, R4
WHERGRAFKA for AR EH GPU W &5, CPU X2 GPU W45 KK B AT A48 4, Wiasa 2 ka
FH2E 51, CPU Jo7i 4515 GPU I2AT45 R, LI GPU JFAT VR, 102 vh SRIAL i v 1] 47 7 B 2 kI, 4] 2 5 22
SRV g R SE A RE AT IE B B AR F (BB 11 4T), FHZE »5 (U streamSynchronize) 2 H W for 534 1 (1) 4 1l
54, CPU X4 GPU W4 MR M H 84K H, BIEH AR GPU &4 IEH 1817, NF T2 GPU #&
I IFATTERESR T, Ik, ChattyGraph SR 2 2 JFATHEHI, M@ 2 4B MELR SEHZA GPU WK T, 2L
PRI PRI 2 FAT R, 5 ST 9(b)fl 73 B, BIVAE B AN B4 B S R b A7 AE B 28 0, AN 5 L 4x
Bk K IE H I8 1T

B 3% 1. ChattyGraph L FE051CHY.

Jiik:

(1) initialization;

(2) WHILE Iteration not finish do
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3) devID=threadlD;
“4) FOR targetDevID in 0 to numGPUs do

(®)] IF targetDevID not equal to devID THEN

(6) download(devID.values,targetDevID.values,targetDevID.count);
@) END IF

®) END FOR

©)

(10)  compute(-);

(11)  streamSynchronize(-);

(12)  cudaMemcpy(devID.count,count);

(13)

(14)  FOR targetDevID in 0 to numGPUs do
(15) ncclBroadcast(devID.sendBuffer,targetDevID.recvBuffer,devID.count,devID);
(16) END FOR

a7

(18)  /* Does iteration finish? */

(19)  IF all devices finished THEN

(20) Iteration finish

(21) ENDIF

(22) ELSE THEN

(23) Iteration not finish
(24) END ELSE
(25) END WHILE

Horh, W5 Bl B IDCEFRR % devID M HARK % targetDevID)HATIL R, A6 B A& Al I 4
JRI IO A U (devID.values) 4% K ILZE M X (devID.sendBuffer). ¥ & B2 X (devID.recvBuffer) R ¥ £ 1l
{18 (devID.count).
download HEH T-7E GPU ¥ & H oK B2 22 ol X A 1R T00 i A8 B8 B B 4 Ry T (L 20 4L streamSynchronize
R #h CUDA API, T FH%E CPU £ 2451 GPU I8 1T 45 0; cudaMemcpy iR CUDA API, 1T CPU 5 GPU
5] {2 2 1 BB 15; neclBroadcast J3 NCCL API, i THE% GPU Z [0)SEIL) #EBAS; compute pASHRAL I P 57
SR APT 4 0 R,
o InitVertex(vertex): H T HIMACA ML N LE P TR, Hh, S8 vertex R8T [F2L 5 T AL
o ComputeScatter(vertex,edge,shared vertex): i 4 JF AT T TS RIAE, A RFRVE SO0 N 22 4y 47
T AL, oA, vertex Fl edge 7R 4% Ry W AT H I T s AN 3L, shared vertex 3R /NTEANERFEXT WY 1) 3L =2 ) 4747
i 0 A5

e ComputeReduce(shared_vertex,nbr_shared vertex): M T A8 E s, i, shared vertex Tt =
WAT R T 5, nbr_shared vertex 3<75 345 P AT WA T AT 4R Jo T s

o UpdateStatus(computed vertex,previous vertex): W T H Wi G AE RS2/ HFEH, L F, 54
computed_vertex RN T s A EE T L 45 B, previous_vertex e Rn T LFeTH 545 4.

4 ChattyGraph LM E ML

ASEREONS i B A P B TS AR AT T AR SR, Wt T I ) Multi-GPU R DR AT TSR S
ChattyGraph. |8 8 25111 " ChattyGraph (¥R REUALHK, T2 A& P R, S5 5135 5. i @
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F91% T GPU & B £ f6i, @452 GPU [HRIEOR) HE A GPU AR T8 tHE 5% T CPU X
GPU [14% b BRI AT R B8 58, Sk A48 vF 8 45 ORAP AR AH N 22 o1 X LUE R 42 T8 {5 . ChattyGraph 18 i #r
C++F1 CUDA 323, i Multi-GPU F EIHAT VB4t T R —1247 5128, @ik 34 A 7 AU (i DATO A Fh ot 1
gifE APL#Z M, LASEILZ GPU 4 B 54 v .

Qutbox Inbox T =>
, J

/'8 ChattyGraph & 4 4274 |

4.1 GPUBIHIERIEGFHREREE FXMIL

WAF I F T AT CPU-GPU 5 GPU-GPU [H][F R 35 AR, %0 sl 4 7642 )i GPU [l A5 R
ncclBroadcast | 8, XS TR Eds R A TE EA7 T IFRE UVA 2¥], BLE K cudaMemcepyAsync $& 1A% Hi S w.
AEIRAFEE, T % GPU 2 RviA7 25 AT B, 220 X 1A 7020 G R AT U Ak kT 6 46 1) 5008 15 4 Fi 1R) 25 . GPU 2%
A7 23 [ R LA A = 2

7£ Multi-GPU [HE3E AL B, ChattyGraph 5T GPU ## — N RIEG M X R A Bl Z i X, thsh,
2 [8 BT R EO )RR 2kt ST, ChattyGraph KM A R TSEEAL, H LUl SR — 30 IE AR T AU o S
R —4% GPU TFEEREE T IR AT, % GPU W44 B 1 X ol b — 483k AR I Ath 18 2% rh e 31 1)
T P A 0T 0 A R VOB B A, o AN A R T A {E A5 A P I T 75 B I T s AT T . e R R I T
S5 FANRAE T4 R T R E A A b, TR I B8 7 5 10 I S ik R AR G vh X ey, S5 R D A

N T TIEZATS M IFATINAT, ChattyGraph i b 8 B & 1% FIBR v X v AR T GPU ¥ 4% 18] 1A £ 85 B 3
PERE. XHEWE P X RIE GPU 72BN N A& R B ph R B ANE. o2 5 m b i R, 230
PAT L BARR, EPATHEAFE. SRS R H 4 EAE N & I E i X TR 58 50 214 )= T (L 5a
o, (HUEE R B OB SE IE TR AR 10 1 4% A BB R X R IE AR VI S OB, R T R T S s,
DRI, FRATT SR R 2 ot DX, 90 FH A B ik B8 B A P AN e 2 i X
4.2 EFOPENMP5NCCLHI % #%GPUTREIITE

7i: CPU Al GPU PRl vH 577 1, AT Multi-GPU Bl AT o5 R G0 R SR 5 1 2 W& i gm R A 2. AR,
BTAVRIL: A AT E RGP S UL ZE R, W2 GPU mtEREIFAT. LUIR WU 66, 7ET0 A 1t
FAEA™, NMUEBB AT AWM F T, SHEL WG =R MAE LW P2P 45
CUDAMemcpyPeerAsync & & NCCL & 15 72 H [¥) ncclBroadcast, H: API #8211 count 251 #i Jy #8 $0 F H ¥ 5 7.
K24 CPU 5 GPU Z [ i) 5 AP e, CPU 7R AR 58 i 5% R s 2 (58 10 47) 5 AN 2464 GPU HEE, BERIK
EIBAE R CGE 12 47), MG Sl R VH AR, BIARGR T8 i a5 2. o8 7 3RA5 IE A I 8 (5 (8L I A
GPU B H AT 5 R G ARG ANE F A 2P WL cudaStreamSynchronize(F 11 47) R & A5 & & VH A M 58 1, OB S 3
K& straggler [0 FF44, EMTHEAT 5 10 AT L.

h T AR YR ZE SR8, ChattyGraph #8557 AL 88 BUAZAE ] 2 WA IR, $RI1L T 2450 2 W& HLH.
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H{Ath, ChattyGraph 5K H] OpenMP 2 1% i Fi HE 28 AP 22 Ze R vt 55, N ER R4 HIXT Y. GPU K% R 80 i
(% 3 47), &L GPU 5 CPU 2 AZALBLES (8] (1 P [R] AT AL BE(UT 1] 9(b) B 73). K 22 A% 4511 2 e 44 IO ML
"R, ChattyGraph foVF LB PAT HAR N VAR 4 100 7 55 405 AR B BAT 5 00, AT A 2 S Wi AR R 4 0
FFATEERIPERE. S0 DT GPU ISR GE MBI Al &1, SR OpenMP A NCCL F B E T S i R AT FH 5T
TAREAT. SRR, DA R R BN LR IR T T Multi-GPU . i 55 43 (K B v Sk g, 15 21

TR A5 L.
e
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B IEZA G EEE 3
1
EERIIEERIREER
X X X Xt ms
i 4 i
TR s 14
— e L
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IEENESERESE
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(QIEZ 35 HES S
Bl o BiZY5ZZEH2 &R CPU 52 WXt t
4.3 ANELCTNSEHERS
TR G E AT AR GPU TR R, ek b, Do TR A gtk > GPU @S 2, KX
TH A ST TR W A e R AR R ST L AT A DU D
o TEERIA IS, AR ST A, ST SO — 4RI P TR AN AR [ — A X
TIPS o T ST s, 3 g A A 4R, T B AR R TH ORI B R T SR A5 5 GPU s, RIA IR
T0ACRT B TS AN TE R — /N 43 X (GPU $4%), MURRIC Ay i T s
o VSRR, X H TS ST ARIC. UL CUDA Warp-Level 515 32 FF 1S8R0 4 Faatt, 85 28/
Fe v S AR — AT AR A, 32 NRFE N — A warp, FFLL—> warp /28 — /> #.50. ChattyGraph 13 K 11
JRAE R
» _ any sync: 24 warp R[EME LR —NER, WEREEES;
> ballot_sync: 4 warp T2 n DNEEFLAL TIETORAS, WK B R,
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