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MTTorch: PyTorch Arithmetic Library Implementation and Optimization for MT-3000 Chip
and Transformer Model
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*(College of Computer Science and Technology, National University of Defense Technology, Changsha 410073, China)

Abstract: With the rapid development of Transformer-based large models, computing power has gradually become a bottleneck in the
development of this field. Research hotspots rely on how to accelerate and optimize the training performance of large language models
based on the structural characteristics of accelerator hardware. This study proposes and implements MTTorch, a PyTorch extension library
for the CPU+DSP heterogeneous architecture, which is applicable to the MT-3000 accelerator chip of the new generation of the Tianhe
supercomputer. The core of MTTorch is a multi-core parallel operator library that vectorizes and optimizes the core operators during the

training of Transformer-based models. Additionally, this study innovatively proposes a high-performance reduction algorithm and a ping-
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pong algorithm for multi-core DSP, significantly improving the computational performance of the operators. MTTorch also has good
generality as it can be loaded as a dynamic link library for different versions of PyTorch without changing the native implementation of
PyTorch. Extensive experiments show that the core operators implemented in this study have excellent performance on MT-3000 chip,
achieving 8 times acceleration on a single DSP cluster. Using MTTorch for training tasks on multiple nodes achieves nearly linear
acceleration, greatly improving the training efficiency of Transformer-based models on MT-3000 chip.

Key words: PyTorch; high performance computing; Transformer model; Tianhe supercomputer; CPU+DSP heterogeneous computing; software
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BEE IR 5 ST BRI R R, IR AR G I 2% AR 1R I 28, B3 (1 2 80 DA R I R8s 78 R ¢ 2020
4, OpenAl KA I 4 BR B K I T 253 58— GPT-3" S8R & 36 8 T4 A1 1750 12, 2022 4E KA )
ChatGPT R KB ALSRTF 3 T A3 (K70 . 450 10 KIS 5 WAL 40— /E Transformer BEA1 U JEfl 1 Sk i k.
SR, Transformer R A RHUBII 2575 2 B ORROTH LB IE. BRI, & 30 ©A THR B, JUHE B R AR
TR, R T RSO T — A Sk ) ),

N T B R A SRS T B A AR 28 DL TG R R R R, R TN A B TR et %
M4 HBR AT BT T 2 ML 22 STHESE. PyTorch /& — /N FE T Python FIAL2S 2% SIHELE, i Facebook JT & 314k
7, FR M a4 SR AR, WIS A, e UM EUER & —, (45 FH 7 BE A% B0 0 R0 LA 8 R 20 2 2 S B2 )
I, PyTorch G424t T 45 () L R A APL 13 7 Ge % R ia st i A7 5 Ab 38 L 1t 8 23 B AR IR S5 4R4E, R A2
TV F R ZEAR TSR T2 /8 A, 2800, 2480 PyTorch B 5 R 32 #F CUDA (compute unified device arch-
itecture) A1 ROCm (radeon open compute) (https://rocmdocs.amd.com/en/latest/), #iif] R GE1E FH #4341 AMD A 7=
) GPGPU HEAT I, SEURZ Fe T AR TV = RUEAT PyTorch 4145, 4 HAE N L& R SUSY BRI 77 4E LA
RIE.

T REVR AN ZhFE D7 1 1075 B8, mot it Bt e TH S P B AR R AR DI R IR N UK, B M5 S A B R
(digital signal processor, DSP). MT-3000" & [ B F} 5 K 29 K () — 2k HI 1 i vk B i A0 S 0 22 DX SR Ab FHL 2%, 528K
7 44 DSP#%. 5 CPU. GPU il TPU &% 4 A, MT-3000 3% # K544 (very long instruction word, VLIW)
IR T A7) S AR, SIS 25 %0 A VLIW B9J7 AR, 5 16 AN s %0 f— P O 2L 23— AN in i
R F). ) i) AR B T B AR B EUAE 51 #E (direct memory access, DMA)! I F Y #2454 . 5T MT-3000 #4 2 1
R AR S R Gt U O P R SRR B A o) U A % BRI e, [N, MT-3000 B 4% T s 8 g T A
BEAN B C i & SCRE, AR 7 AT AFE C 15 5 R 1l 78 70 VLIW AN RE 51 ik R A &8 0. Tk
B, A B R 5 7 20 I AR, sl B8 RERR IS 0 U2, DRk, T 18— 4R DSP i 1% # ¥ & PyTorch
SRR AR Z St R T S S AT BRI SR b B 2B

ARICTH 6] MT-3000 5 5 iR R s, SEBL T —/ PyTorch (19" R FE——MTTorch. H1- PyTorch H8L %%
MR HCR K, 456 ISR E S BRI T 3R, ASCEREE T Transformer JEEAY, WAL ZRd #2115 MEOH
T7E CPU+DSP FEAYIE T #EAT R 0L,

A SCHEUH A BT AT

(1) 42 H 5280 T T 71 MT-3000 5744 ik 2% (¥) PyTorch 47 J& %E——MTTorch. 454 MT-3000 [f144 & 45 #4455
&, MTTorch X} Transformer SR BV 25 A% O BT 34T T SEILAN AT HRAL, o — AR IR S S R R B )1 25
ITF T BESEA B,

(2) £F%F MT-3000 14 2 45 ) (1145 25, 42 1 T THI[7] 2 4% DSP () & M RE AL 5035 R A% 9 DMA RS04
APATRE RO T SRS, BT RIS, IS5 DSP L AR A AR SR, A RERTT TR,

(3) WCIHSIL 1T ) DSP B B DL R SRR 2 A BT, T BB A RGEE 6 1 DSP AR A M
BRI EATT 4.

(4) I — R HN 58, W0UE T MTTorch TR SEI RIS TR REIERIIZ AT, JF HARAS T 2-8 A MEREIRTT. R,
T MTTorch (RBRIYIZAESS I T BT 4k 1) I EL.
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ARTCHG 1 TG IR S 2 S MR SAE A [F) B 4% e Ol S A AH 26 AR, 56 2 W E 24 4 1 MT-3000 14
M LA B S R R (R 3. 55 3 941 T MTTorch HYEEARIEN UL AL 051 B A AT AR SEBL. 25 4 it sk
KU UE T MTTorch ££ MT-3000 o857 _E R IERPERIUIE R, 55 5 T AR TARREAT B4 IR 3R Y 7 AR TE
J3 1.

1 NBFIETFRIERERWRE LT ROEXTE

IEAER, KB F AR ARGE T CHER, MG 588 0 70 R H n] feiiB 5 . AL SN 5 13
B ZHKESE CPU, I AT TR A BEH I1E CPU 2 4h, KTFEKE GPU 5. N7/ RIE @ Inses, tH2
[P e P e e A TH S AR LE N R R ARSI B 77, A 2 50 8 7 55 T R B RS R A0 A A3 17 K & A,

Az NS N I R IR 2 R R, £E R 26010 54 A% Ab TR 2 SBIL T v A AR I R R
HERAE. Yin 28 N UYEH —AREUTAS S A0 FE 28 FT-M7032 b 25 SR8 Ah 4, SEB 7 — Ml L A Sh s %, ash
YB3 He R /INFI FEAT S (4 H0 038 P 46 R 36y (GEMM). 3 1) 2R 45 A UV o) K i 340 2 4% DSP HOMK R 28 My 45
SR BRI, R DSP B 16 776k ShAe A pa X e Rt se Bl TE T 2 AL e M R M AT AR R B
B ftmMT. PO A V%36 7K B 22 1 40 BT 38 % Winograd B35 R ELVEHEAT AL, Bk J7 30 R AT whR 1 2
SRS B R AN BRI BT, AT R 3 T DSP ([ 7 1 A 3 W U 4 v A A R R S 22 STRE )11 25
BARY IR Ry RO

W 6 R B 2 ) AU R0 T SR ) H G, SRR 22 0 T SR 4% iE TN TR RR AT, ATk 3T CUDA
(R B 2 STHE SRR M B AR 7] 1) 4% £ 52 31 7 KB %33, OpenCL Caffe /& AMD JT 5 {13 F OpenCL [T IE 2
STHEZE T e ml LR AR [ & b AOREAE SRR Se B i i 5. R BT A mRBE I s, W] UAE AR [ )
fEfE 4% FIZ4T, 140 GPU. CPU 1 FPGA %%. OpenCL Caffe i 245 1 —SeAR AL A, B 403k F /538 A A R4k
PR B H0s 1 FRA B RN 45— 1R A A7 0 452, DAAR P BE AR Chen 25 N U™ X MT-3000 AbBEAS 52 T — ANk
(R R 22 0 25 HEFRAE 42 PCIF, A 42 37 3538 3E ONNX 5 NI AL I SR 07 1 3% FBE 2 ST RS i i 1 557 PRl i 45 A
ZRIAT R BN EARIEE T E SR, Sei0 45 R EIR, PCIF (87 2000 2 W 245 (BT RE. SR 1T, 1ZAE 48 H pi st
T A RPN 45 v LT IR AT a0 AR 3 Th e, oK SE A S5 587 B R 1 AR #E Th k. IRk PCITF (& F T HERE
56, ASCREBRNN R, BEAh, ZAESE OGRS T 45 RN 45 4 DR I B, A SCHF Transformer 28 K18 5 B I 45, BRER
2 NPHRZ T CUDA #% 80 8] OpenCL A% bR SUHE 5 (R 3L A AR, IRl i s il (5 AT 4 b, G2 474 4 SO L R A
MARAVER B B TR0 7 2, 923 7 2T OpenCL ] TensorFlow, £ GPU. & NIEME-920CPU 5% % L
BN 2810, T OpenCL (V3@ AP, 57 19 s BUME DLET X5 2 1 A R ZEAEEAT Ak, B4 RTSTF PyTorch #E
BT 3] CPU+DSP SRR B FEfF 5T, S EONA LIEX TR 7 K ¥ DSP 54478 v It vk ge.

AT AR ) MT-3000 A0 3 &5 1) 7 44 A% 2244, $243t 1 S 4F DSP+CPU A4 I 4k ¥ PyTorch 4 & FE——
MTTorch, £ X} Y125 Transformer ZEBE A H T 15 MEF, Wit 7 IHATHEIE. KESLKIEH T MTTorch /LT
CPU [A}J¥A 5[] PyTorch 5 4 SE 4 O RE RN vl 47 JE 1.

2 MT-3000 A8 {5244

2.1 MT-3000 F& {1k 5244

MT-3000 /& — 2P s T 2 X IRAL B 2%, 2% CPU M 4 4> DSP FEMI R, & K — A RGN EE
IR, F CPU BT 5 {6 FT-2000 Plus AL #E, AT 16 1M ARMVS 224411 CPU #.0, FI T HERZE 3
RS, HIZATHRAE R G0 MT-3000 (WA 2150 8 4 > BB INE LR (DSP), &—4> DSP #3424 1M 1
AMERIAZ LA 16 MINEZAZ LA BT DSP . —/NK/NA 6 MB &R Z£ M 1E (global shared memory, GSM)-
Al TR L AE (HBSM) AL A ¥ DDR Y4743 [A]. MT-3000 44 ZZEF W1 1 Fio.
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DSP#% 0 10 DSP % 2
1 2 24 1 2 24 D
g b ‘ . DSP #
R GSM | GSM R SPE | (ks vYv ¥
RSN e e BRI A L ZEd 3
16 # A dglgiE=
CPU SM I I
o BN ey o IR e | . e
P ‘ AT
b DSP 4 1 DSP 5% 3 D AP A AL AM
D 1 24 1)( 204 D I
R R
GSM 10 GSM DDR

B 1 MT-3000 {4 R 24

B DSP 12T VLIW 3RSz, 7] LLFES AT 5 6 Fr T840 6 sk METE 4, A& Tir A3 0 (SPU).
[ EA B BT (VPU) Fl DMA 5| 285 3 B 451, bR Jb B 5 o0 32 22 AR AL B R4 (scalar processing elements,
SPE), HF ¥l W w12 HE i il 28 DL — A KN N 64 KB 4R A7 4 %5 (scalar memory, SM) 4. VPU &
DSP K EEH IR, B8 T —4 768 KB A A7t 4% (array memory, AM) Al 16 A~ H.454 £ HdiE (SIMD) £53%
PAT B[] B AL EE 4 (vector processing elements, VPE). VPE HI&/MiTEALTE N 64, H EAE T 3 NS PERERIEF &
Fe N T,

£ MT-3000 |-, FEA st S FEHT SR A0 e ST M 44T, 388 H IX S5 CPU A] DAy ) AN [F) I A2 B 14 7 HBSM
A DDR % [, T4 DSP RAEVT €A1 A CHIINEAERE N ) GSM. HBSM Al DDR, H BA5E Bt 5 R AT 55
Ht—5, fE—~ DSP H1, N[ DSP #% 2 [A] [ SM Fl AM 3 Jevk 3t 52, #% R $ie 22 B — il il L 52 N 17 GSM #3147
DMA 5| %4775 T84 DSP #, ANAME Z B AT,

MT-3000 DDR 2 [i] DMA 1520 1j 4775 % 4 16.22 GB/s, fE434> DSP #% I DMA 7E DDR I AM [ ff) 5l 5
i 42.62 GB/s, i AM [B] U5 7215 58 15 921.6 GB/s®), IRLAEAT IR, U7 Ak B2 18 AR Je I 3 AM 5
#H SM HHHHTIHE. 3R 1 BIR T MT-3000 A [R50 F P9 A7 B FURR i, 7E BT T I 1R 7T BE AR R B Th R
{5 FH B B ) AT X

%1 MT-3000 DSP #Z%HASF N A7

ES K EEEA
DDR 32 GB CPURIDSPRI AT 52 1] 5 4 17, 7 9 EUA = o, B il B i s
GSM 6 MB FTE DSPIZ AT W20 517, F T 12 a1 dis 22 B

SM 64 KB FAMERAG bR AT A, RS FH Pl A% 0o o 1)

AM 768 KB ) ARGk 8, B/ NUIAFAL S H6410T

2.2 MT-3000 4RiZEEI/ 4R

MT-3000 N R 4L T A FZE R IR, BEA H1E KRR L gRtE 445, (K520 00 s 40 4 i O
REA H o 3a S . A0 70 )2 2 ) W 22 2R FE P Hithreads™ " Al OpenCL FrifE IS EL MOCL3P!,

MOCL3 fE25 MT-3000 ] OpenCL 1.2 FRiESEHL, 836 J5 A7 fif LS B EARAEa8 A0 R B 2P AR S
B R, BERTE T AR SRR AR AR . SR, 46 R AR AL, HERERR T4 2.8 £ P

Hthreads #2& —AM& T84 A = Al B ME R S M iR B 11, BE B R 08 0 RIS, 7T DAFE C++ XA ERHATIT R,
SCAT DL AL T R 7 K. 4 1 e EALG APT FIE &0 APT 23K, St Fh W A = N 72 E AT 3845 . 2 HL APT 32 88
P 4 PR 2L R B A R sk B 0 BT A B 4L ok, i P AL POSIX. 2R AR 425 101 S 8 BN (X I BRI PO A% S sh T4, 1k
e LA F U B, Bt APT 32 2 h R G0 R AR HORN P55 SR B AF i, SR F B B ETh AR O, A 2
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FA P 3 o AT 45 1A 7% 3K Hthreads J8 3 51 N DMA B AR S & 3L Bt AL . 7ER 40 26, Hthreads 1468 2 11
T MOCL3P. 4T 5, Hthreads IV B IEIE MT-3000 &5 4 KRB 2844, 78 S0 7 75 DSP H#EAT K 4035 41 |
FoA% P A% s Bh T4 (V) (RT3 B00 17 ] G R 0 SRV 1.

Bl 2 B7R T MT-3000 8% 2 R m PR AL, 4200 ik J2 S T2 A5 B 200 6 o vy, {EL A GO 26 AR A ol 3 o gt K
CREEREIERE . AR L. PSRRI R, ASCIEFET IR CiE S S A mFEELEY Hihreads 1FNIF K
(gl

/\ OpenCL
544 % i FEPE (Hthreads)

e 1 HE 20 P

2 Hm HO =6

s
B

SR #RAESE
R G
— IR 24

iy
i)

K2 MT-3000 /2 dm A A 7y

3 MTTorch BSEM 51k

3.1 MTTorchi&itE =

J54E PyTorch HEZEHMZERE T 1L TANET, EZE FITE ST EE AT O R — AN R AR, 25 I3 A
G TR R RAGE VI, ASCTAERE TN AR E LSS Transformer 28R1E S ANIZMES.

B G, BATAE MT-3000 [ CPU L illZk PyTorch Examples (https://github.com/pytorch/examples) ‘& 77 5 H # [1]
Transformer #5754 % loss FR&#aF R, HH PyTorch H1 [ profile T R EM ST 4T TR Grid 2 (1 &% 55
FIFIFRERT (132 2 Fizm). BT 15 ADNMEFILEFERT 5 ELat i 82% (1 3 AR, XN R 2B FIRMAR 4 T 8F
BRE T TR AR HE . A SOKIX 15 AT 5 XN Transformer FSBA (A% O 5T, MRALIFIX 15 ANE T ml vl AR K 4R
TR T P RE.

%% 2 Transformer 85 AY AR KATE T

PEEE S H¥ e 18] 5 B (%) SEIAT I E] (ms)
mm SR afe Y 46.20 19.454
softmax/log_softmax A— I HR 2 12.47 141.763
add/sub/mul/div hn, v, e, B 11.24 3.87
softmax_back/log_softmax_back softmax ¥ J2 [ £ 7 3.95 44.959
bmm IR Sfe v 2.41 3.309
native layer_norm ERE—1 2.00 2.147
sum Tensor>RK Al 1.94 2.511
copy_ ey Il 1.88 2452
ReLU back/GELU back I BR B T A 0.95 28.01
_cat TensorPf 0.82 3.23
ReLU/GELU W R 0.57 15.91

T2 HPEPAN 3 K 1 KR cat copy FEUIAF B BRAE, IAW KT, T UUE AL DMA #47
SCHL. 58 2 2808 pointwise ZEAUSE T, Bl Tensor Hoxt WAL B AT THE AT, EEONTHRFERS, Vifr il FERU. 28 3 3
N BT A BRAE R HE T, U0 layer_norm. JX— SRS £ THSRURIDT A7 5 T A A7 AE AU, HLAE M2 R b mT
BPPHUE R . 25 EPTA, ASCH [ MT-3000 R RS HREE, RFERS & LERi 15 MO ST HEAT TR L.
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HT 80
i
W B
O BB
U sk sRAn
B 2A—1
B s e e
| JERE R Al
| R
B ccnrn
[ WERIE
B
K3 MTTorch % UE-FENGAES FHITHER K 5B

3.2 MTTorch B 2FIEITR

MTTorch A b &%} PyTorch ‘B 7 S — AN 2, i K MTTorch LABhZ4ER: T k47 H2 4, RO AT7E
MT-3000 _F SEELS R S5, MTTorch HH 158 4 & BRI S 1 2 3 30 20 2L g, LB AR 4R Mg an ] 4 o,

Ji £ PyTorch

R ,

5 A5 5

| =)
| — i

' S| ]
(Bowr )| | [(Ccovasr) )
_enmy ]| (Ceeusr ) )i

MTTorch T -

v 4
[ [MT3000 DSP B4 i57  (MT-3000 DSP A1 ]
MT-3000 WfFZ ]

‘ [MT%{%%] [Hﬂ:;?ds] [ flIMM ] ]

B 4 MTTorch #{&ZEH)

W% B BRASSHARAE T IR B 2% S RE S 5 i v] LAMERA . i 80 R ] MT-3000 $AT IR 5 25 14155 B AT S 4
3lj, MTTorch 1 %6 75 ZL 1833 44T hthread_dev_open() #I4H4 1% 4%, B J5FI F hthread_dat_load() H:# 60 2 15 & wi ik
PRI dat SCAF. SR, B REBIFE — XIS BLUI AT 55, WA TR IS — IR N T 8 A b B B SR AE, A SCR
BT 75T B QP 15 46 5 BRSO 47 — A DSP XL A) AR, A 3 A% O JE AR TR IR AN RIE A R
G ANAELE — AN S0, Rt 4 /U5 1) s, T B 1L B EHIUR4E. 24 MTTorch 75 B A W KIS HE, 2 E T
DSP AT A, R AN Z, BB MR B30, WAAT R APT SRAIUA B & 34T WA A 5 AR AR
7, W BBk 8 SR Bodt NG B S AT IR, IXFE BT AR S 7R, B IR T 2R G AR T R0 BTV 4 = 2
FIH.

[E#, 2418 A Hthreads ufE/5E 80 8 H DSP i+ 5, 35 Z5ER4E X R DSP AR A1 2L BB I R Gl 2 Fe 2,
FFiR [B]—A threadID DAME—HRiRiZZRFE4H. SR1M, hthreads_group create BREUA B 274 4] 1.2 ms MITFRY. N T 8
Go X FRTT4H, A SO BRI AR v T — AN R R HE, W 5 R, %28 0] LLEAE O 1 threadID. W12 41
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TN EIES OF L FEH VLR, W AT PLE #28 H hthreads_group_exec BIEHT UM, LR E G L FEA.
A hthreads_group_exec BREL [E A F445 9% 0.6 ms, At LS A IX F 7 v 0T LD 50% 1146 )5 27T 44.

ThreadGroupManager

- thread_num
- thread_id
- handle_map_

- ThreadGroupManager

+ ~ThreadGroupManager

+ getinstance() ThreadGroupManager
- createHandle()

+ getOrCreateHandle()

K5 Hthreads Z&Fe4H 55125 1K

TES T ZTH, MTTorch K CPU+DSP M THH BT, Xt F A% .0E T, KA MTTorch [f) Hthreads 4 FEA5 %Y
BT HATOUAL. 3T IS SR & B 2D (0 8 70 AT S B AN SR Mk R A0 Ak 0 8 TR FH R 100 T 1 7 vk sz
. B F R AREMAE DSP JEun (A3 A CPU AT IFEME F. BT — M LT B F 1R & fa o i 2
S BN, X T 7R EAE DSP Jauh AT M, HSEFRITE CPU SithAT.

A& H AT E T, FEA NP IEES: N Tensor 2 515 Tensor $dE &1t /NX FiF 5 5. 5 S:
Tensor HE LLSEILHE 877 47, JCIE TR 43 F 1) S AL B BTG, $61 N Tensor ot /NF, BEOR T BB )50 2 T L2 A0 1 201,
BT DSP ZFRHENAA 1 ms 224 B 4, SEOL IR PR, FE 2 8H AR, MTTorch 157
AT IRAZ QB 6 Fros.

7 DSP 4k

=}
rE

o

FKHY Hthreads 5 . "
ST void® fEE4 Tensor device J& 1
]
#4447 PyTorch CPU %1
44T Hthreads 1% %L T HEM device N HT

[ [

S i

Kl 6 MTTorch FHE THATHE

B4k, A0 RIMMU LR T MTTorch HEZE Hh, JE X FIIMM::SGEMM (13 F SE 8L 1 38 F T B5 24 I 25 1)
=2 mm Al bmm BT A T EORREEHIFH DMA 7 5 347 0 A2 5, F - i R4 X DMA #8 DU 3 A2 25 4]
JRATREFESE, JF H AR/ N 1024 AL RIREEL. [RIETE MTTorch #, %5 FE FIA7 i AR DI ¥R H 147 5 (Row-major) ¥
772, DA DR B AR N A A 5 5 DMA AT A TTED, AT 52 T 200 A 38 1) 28026 bR T i 280 00 4 P e o
P ERE O, 700 I T8 2 iR /K 28, X 5%+T Hthreads X — 2 I TR RAT FAR K KBkl BT 5 2210
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9T PR & AT Hthreads B M BERE R ey ) sz B =K.

MTTorch ¥ 11 A 1R 45 138 A 1. MTTorch H1 B A 51318 4 PyTorch 4] TORCH_LIBRARY_IMPL
J75AE PyTorch R AT 1M, LAAL BB EEUR A . Fsemlm 577 DL J BE 1 7 =g 3 A1 )5 2E PyTorch HEZEfFF%. H
J1 X #i3d torch.ops.load_library 7772 /E Python ¥4 4 ¥ 4T ) MTTorch B2 8E 4 34T He 4L, RIATZE MT-3000
(17 DSP #% i S HEAT = A 2. ARSI BB LT R 2 PyTorch (IVRAS FIRESE 4544, LT 2 & T %
JiAS (] PyTorch HEZE.

33 EETF

TE SE IR OB B, —F B S BT R AR L P 4 N Tensor #%#% %) CPU #1) DDR X 38#AT
CPU 43 BT, TR T &5 o 2 5 5 45 AR 21 DSP W] 25 (¥ DDR X35, SR T AN [/ 5 4% 2 18] ) B 4 75 AT
memepy B HGHAT R AERE DL, 2853 i, MT-3000 _F DMA %} DDR [R5 77 55 H G 16.22 GB/s, iX 5 8 9 128 UL
o5 FH PRI R D) AN B BRI X IR SR BT, AT A MT-3000 3 4R, 3 T —FhJE 75 773 DL L 5T 1
SV 78 PyTorch H, Tensor 161 # FIIGEAT 0 0 kA5 B X FIAE i X A6 48, k(5 B X fRTF Tensor MR
(size). K (stride). W& (device). FIEMIRIIZEAE R, fFHEX (storage) TR171% Tensor I LY H bt 1525 T
MT-3000 /L) CPU A LU 5 B/ DSP #HT & Fl i DDR W77, &N B R EE ik B IX 1 device J& ME(#
Al LA — AN & CPU 1) Tensor, T 1% Tensor £74% X $841 31545 28, MM i8E G 1 75 )4 5] Ja it 5] ik 174 47
HNAEH I
34 WERERNEFRENL

SR AL S AL FR S T ST (pointwise), WTHNTE (add). J% (sub). BRik (div) 13RI (mul).
MT-3000 ] DSP £ g 3= 248 T H R EAL B HIT (VPU). &4 VPU 85 16 M0 (VPE), EATCLRR 177
KT LAE, AL AL ER 64 ALBE IRBURE FEE, LAFR 20 IHE VLIW BRSEAE BT 508 7). X T 50kg F 4dle, —
A VPE BB 2 /N BRS FE R B B — A~ 64 A7 %8 A EHE Hh, BRI — > ) 2 0] DATRIE SCRF 32 AN B BE R A i
EIEE DSP B H AN R RS R, 57 R RSB, A2 85 5 AR SIS AL PR 4 A

(1) VA7 MG 5% BRE P H AN JR T

(2) M EAEIR BGRB8 HAE R R — AN ORI .

HASLIP S T R SR ATE F R A AT SR Ak, Ak, —A> DSP #% 1 AM 2247 K/NA 768 KB, [tk
FEVL TS BES ROZARYE SN /N A Tensor 43 BUAGHE, B 1k AM P77 H . B SEBlS fE LA 1.

=573 W PRI ANk AR A

N FERE A, B L
Kt 5ERE C.

L. I3 4B Tensor H B L c;

2. FOR m=0; L _C; L DO in parallel

3. corelD = get thread id();

4.  offset=min(corelDXL c, L-coreID*L c);

5. cacheLen = MaxVectorCountx32 //¥.{X load F] AM K/IN;
6. FOR i=0; tmpLen; len — 1 DO
7
8
9

tmpLen = (L — i) > cacheLen ? cacheLen : (L —i);
vector_load(A[offset+i]) //FHEFEFE N AM 2 (],
FOR j=0;1; L ¢/32 DO

10. Vector C++ execute;
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11. END

12. vector_store(Cloffset+i]) /¥ 45 FAR17 %] DDR;
13. END

14. END

TE 57 HRR S N Bt DA B SR 1) 45 SR 1 K/, Max VectorCount 7 LLER 128, 256, 512 8% 1024. — 4> VPE
AR T 3 A E ST E S0, N T AR A S VLIW BIERE, 76 SCIUR Z8 IR ERE (a-b) H¥ T
FIFEIK (ax1-b) $#EAE.

TR R R BB B, A SCE Hthreads B #4828 H T #8 5e VPU H il — AN &, SR11 B T
PRI, A28 — IR AL BRI SRAICAL B8 64 KL, BN BRE BEBOE I A SCRe T #. A A C B S NI G &
union S 32 FLH L F 64 ALINFT AR, © RV 2N RSB R R A BAAELE R — AN WA | . —
union KRR 64 FLFE, AF 1 AN BEIE RO D 2 1 BORS P77 U8 SRS i & 7 Fw.

1. typedef union{
2. doubled;
3. float f[2];
4. }word;
5. Ivector float becast_f32(float var){
6. wordw;
7. w.f[0] = var;
8. w.f[1] = var;
9. double tmp = w.d;

10. return (lvector float)bcast(tmp);
11. }

K7 FOREE R EETR

3.5 HUERRBEHEREEEE T

P R BT DS B INAS e, 3 S R R, SRR A R I 5 AN R G (AR, A S EL T A
o iR H P BT AP0 BR L

ReLU 0 bR B — i HY B AF ek s 8, HRIE AN y = max(x, 0), BA THEH LR, 2RI FEAE 2 HIHF A5,
BRI V2 38 FIAE VR B 2 ) A58 . ReLU A AR F A0 I il A5 3 A 2000

ReLU (x) = max (0, x)
dx=(y>0)?dy:0 &

T RE AR A B8 B A, ) B C 33 R AR IR 1 0 A S35 XURS BE 540 . o) T B8 B 1 1) ReLU S Il A% 4 o (5%

PRI A, ASCR A ALZ S SEI res = (A4>B) ? C: D, f3at T VLIW HI5H, BUAG T WIS HOInd R, WA 2.

%2 B TS E RS RE k.
N4, B, C,D;
Hit: res.

1. vo = gt(4, B); //FIWr =2 IR {E

2. vzero = mov 0 to VPEs; //f]i&4: 0 &

3. vot = sub(vo, vzero); //FAFIAIEME AN A 0 B4 1
4. x64 = (Ivector unsigned long int)C;

5. y64 = (lvector unsigned long int)D;
6. vo64 = (Ivector unsigned long int)vor; /55 Hl| 7 % i
7. LI IR
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8. von = not(vo64); /& EAE

9. tmpl = and(x64, vo64); //iZ %5

10. tmp2 = and(y64, von); //1ZH 5

11. rett = or(tmp1, tmp2); //iZ 8L

12. res = (Ivector float)(retf); /3|25 H

GELU & — Mg B 093005 2R 2, AR T-1% 4 00305 pR 200 Sigmoid F1 ReLU, GELU 7E#H4E P 2% Hh HL A 53 4
rIvERE, FIBT 5 5 T4k, BRI GRET I SGR B R, I b ReLU 58 G838 75 Fh iR 10 28 WX 4% 25 440, TR e gl )
RN T BRGSO, RN S, AR

GELU(x)=0.5><x><(l+erf(%)) )

Hor, erf N TR 2 AL o a6 T iR 15 3.
% =0.5x(1+erf(%))+ \/Lz_nexp_Tx2 3)

MT-3000 $&4 7 — R4 = PERE S 22 (HPML), Horh 80 T3 libvm 5 1 A 21 erf A exp #:4E. FIH
libvm FIEE 1 By 1k AM N A73 HS 0 L, AR SO 1) 48 2 S8BT 280 GELU i) 4% 5 LA K m) A6 3 5
3.6 ETHANEFIISMHL

IFLIRAE SR T — AR T T T R AT MR B (IR A, SR\ ORME . e MASE), IR 4h
F. 7 PyTorch H1, FF1EH KEETMAMHE 1. AR C45A MT-3000 DSP FIBEARRE, BT T — AR 2 4
AR, JEEBN S T =31 softmax Al layer norm 5F.
3.6.1 MT-3000 2L

A E RN T LB LR BB R BT 2T L AR AT R R e, (ER
B FRRR G IR T BRI — IR R4S R, R VE BBz A, R IR AT L & I S i s L SR . ok
TEEH RN 5 N 2 A F A L, BRI 45 AT L, Qi A5 2155 1. AR, T K EE R £
R4 CUDA F &8s E 15445, IEARE T MT-3000 15K A 28 4. A 0454 MT-3000 FORE{ 484, SePL
T—ADSP FMZEInE LA HE, AR E 8 Fivk.

9309 N P
A

[ \
CIrrrrrrd - et
S S —
s T H 1 DDR 1AM TBENDDR 10 AM ™, ypy
:[| [T T |] [| [T TT] |]
1 A X
.

L J \ J
'

e

AM [ &AL (SVR)
[ | [] GSM
\ J

N B

8 MT-3000 DSP £ AL

3.6.1.1 BAABITH

FEE SRR S 5 MAREE N K 58 N EAERRE, T VPE A SE R, F— 0K %A
B A0 DMA #8245 40 1P 10 1 S0 4R B1) AM 7765 2% o 38 RT3, {8/ DMA —J7 i o] LLFE 4
R FF 2% 20 PO A R R0 8, 57 — 7 TR A7 (8 FF & N BT S D A7 30T SRS AR A4k, 0K 2 7258 3.6.3 T p BT, ks
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SEHUE, ST AMZE AM P B DA A ST SR AT U5, 2% TR A B — AN 1024 R sEid s (B8
A P 4.
3.6.12 VPU W%

I IR, BATIE 24 A DSP % RSB T 0 R4 X L 45 R HARFELEXT . VPU 19—/~ VPE L.
ST XUREFE (double) %S, 7T LLE 48 mov_from_svrX 411, ¥ VPE 1 16 NI 3 SVR FEas T & IF.
BRI, o T RS 0 VT S8, 1T VPE BISB/NT AR BN A 64 fir, BRI TV B e HEAT %o L IO B4 . R /&) 7 e SR, A
Sk B R 64 AL fRAEL R 2 AN XIS B BURE FE VR B, AT A0
3.6.1.3 DSP #EZIAIZ)

S UL BB, BAE N AR L5 BIAR B T 0 R4y B ) 45 8L, (RAF 8 N DRl #F—20, A0
T 2R (A BRI B Bl T R ) () A 24 75 BEAE A% () 58 TR, 17 2 4% T 4L 2 1) DDR St 56 52 PR ). BRI,
FIF GSM £ 47t DDR A7 Ui 475 %5 58 K BB, A SO T S04 0 2 45 5L F0 % D) A 20 19 11 B 35 =2 3 ik
shared_mem QIR LEATA ZILE N GSM 2247, LA/ % DDR (I8 E Vi 47

BLARRUL, A SO DSP # A R 5 Bt TAN 4L, AT AN T EAZSIT— 2 A Z3E (Bl an=RA),
RIEHTHMGRIITEIE, BB —NEMIERES. REABENNERESG T RFTATH, 5 Lk
1B, BRIRARF T 4R B MY FRRENEE 3. K, core_num REARPLL AL IZ 0L,
shared_mem ZALT GSM FIH B ZE B A7 HbAE, warp_size /& &, — BN 32.

BOE 3. Bl L.

%i\: core_num, sub_reduce, shared_mem, warp_size;
Hith: sub_reduce.

1. FOR each core DO in parallel:
int corelD = get thread_id();
FOR i = (warp_size >>1) TO 0 STEP >>=1 DO:

shared_mem[corelD] = sub_reduce

2

3

4

5. barrier;
6 int temp = corelD+i<core_num?shared_mem[corelD+i] : 0;
7 Reduce_op(sub_reduce, temp);

8. END

9. END

3.6.2 FETMLMHE 1L
3.6.2.1 sum LLJZ softmax
T LR E L, RN B ATAAT LLSZEL sum HF. X% T softmax 71 log_softmax HF, A 1H
Jeth M HIH R A
exp (X; — Xiax)

K
Z exp (X; = Xmax)
j=1

J

osm(x;) =

4)
K
oism (X)) = (X; = Xppax) — lOg (Z exp(x;— xmax))

DX T B AR softmax AT, ASCH e 4R BB 2 Ty S A\ K i KAE, 480 1551 0 (108, B ik i ol
i A AR A
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K K
dx; = yi X {dy,- - Z (dy; X)’i)] ’dxiog =dy;—exp () X Z dy, (%)

THELAS B, X T A1 7 A% 1 75 ZEREAT AL SR D B i B KA AR, PR A% R A sCEAT ) AL THERE. 0 T e Im)
FERE I R 55 B SR B E R AT, BA y, N softmax 2 J5 (H S 45 51, BUE TSN [0-1], A 2id i H.
3.6.2.2 Layer norm

PyTorch H1f#] Layer_Normalization (JZJ3—4k) j& —Fl F TIR BE#H 22 I 2% (1) 0 — L ER, HAE RN EAS RRHE
YERE b 3E4T A —4K. Layer_norm & F T-ALBRARAC 5 S KM, i SCAKHE, AT DASR m B Y (A e PRI SIGE T, 2 K
BB S B AN B — 35 THER R SR N TR IR B 4R T A AR HEZE, I e AT E T I3 — 1L
HtgE ARy

y= ‘/%S)_e Xy+p 6
Horr, EQo) REEIE IIIME, Var(x) REBIENIREE, ¢ 2 MH TRIFBUER 2 WEELL » A1 g R IZERIW %3]

FEAL GV S RIbRAE 22 7k v, 0 75 20K P A B AR N, 2R 15 B AR AN BORS 2118, s i —

REABAE RAG R AEZE. SR, 8 B AR ORI, R A R A D mT RE - S0RS R At PR 10 e, ) g AT 7 2 3k T
S BOR RIS [T 4. O 1 A W8, IF B BUFAT AT 55, ASCHE DSP _ESEIl 1 iE M T 2 R 47 1)

Welford AR RLE. A5 PP N 56 X B #E AT — ki [, IR A A =

X, — Mean (x;_,)

k
S () =8 (1) + (i — Mean (x;-1)) X (x, — Mean(x,)) )

S (x)
Tk

BRI RS & AN ECHE B35 B FIbRAE 22, 0 1 RG2St A i) . o, S(r) ARk BObR i ZE R M 25 5. b Ak,
Welford LA FFA

Mean(x,) = Mean (x_,) +

Var(x,) =

delta = Mean(x,) — Mean (x,)

Var(x) = Var(x,) + Var(x,) + delta? X n, X e ®)
n +n,
Mean(x) = Mean (x,) + delta x "
ny+n,

WLAAS AT LUK BE AT 2 BE AR B, AN 5] A8 B IR) BN 385, AT AT DU I — O 29 Sk sk 15 45 51, ok ny A
ny ARG FE I B 2R R

BRI, TER% N 43 BOH BB BRI AR A 20BN N R ZEAS R o] & R AT R AR, B2 3K 32 Ik
REER. H8, £ VPU WRLZIAN DSP A% RN R FH & I A 2, WA R Bok AR B 25 R s ML 8 —MA.
3.6.3 Vififhiik

£ MT-3000 DSP I, B/MZHA A T BEAEE 45 £ (DMA). 181 DMA 1E & il 2 R A0k T i &
R EAZ L, W USRIV A i R B S, SR TERE.

FEREPR—ME RN TR AR, AT SRRSO T TSR L5 2 1 & AR SCIEV AR R
Fe RSy, ST T 2 G R ST A RS A PR RE 1) AR R, AN E A R A I IR R, = e vk AR an 5
% 4 Jior. DSP _ESzBlIe R ERAE (A% 0 R AE VPU 9 AM 154 8% b B30 B ds R/ 2 15 1023 18], AAEI 2 63 41
I K /AMEAS [8] o) 2 R B0 HA 6 5 B2k, B RE: BR 255 1 S0 IR AR SRR B J5 — 50 IR I 3045 5[], DSP #%
BT AR A BE T S R K R — S0 50 it 225 DMA gk #] AM H, dma_p2p & dma_wait; VPU 5 58 %
J&, Fl R DMA 7 UK A ZRFE 61 5 BB B A AM #2 UL [5] DDR. 5325 DMA 5 S5+ H 5 E 705 AR E S,
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ik 4 JB7R T DDR JN#EE AM (¥ 5= 32, #0405 5] DDR (KRR R B, 78 AR TR
B3k 4. DSP =R

BN HEFE A, BEAUHEIR batch_size, BN KA & L;
Bt JEFE C.

1. corelD = get thread_id();

2. offset=min(coreID*L _c, L-coreIDxL_c); /ftIX N mFs &
3. malloc bufferl, buffer2, buffer3, bufferd; /M &M X B E
4. FOR m=0 to batch_size DO in parallel

5. A b=A+mxL + offset; /SR FARZAFEE IR

6. if m==0 then

7 chl =dma_p2p(A_b, bufferl); //dma 535154
8. dma_wait(chl);

9 ch2 = dma_p2p(A_b+L, buffer2); //TREUT —HtkHE
10. else

11. if m%2==0 then

12. dma_wait(chl); //535%4%

13. if m ! = batch_size—1 then

14. ch2 =dma_p2p(A_b+L, buffer2);

15. end if

16. else

17. dma_wait(ch2);

18. if m | = batch_size—1 then

19. chl =dma_p2p(A_b+L, bufferl);

20. end if

21. end if

22.  endif

23.  if m%?2==0 then
24, buffer3 = kernel_compute(bufferl);

25.  else

26. bufferd = kernel_compute(buffer2);
27.  endif

28. END

i EE R, BARLE R nT LU T3 83 U B ARV A7 2838, (H G ol X 1 i th 1S AM 2645 1)
S BR A A 22 (B URF, E G RIS %3 T 23 BR (R KBTIk P A . A0 T 5 softmax IR, AM 74 28 75 476 24 i
BN, A, ST, T A DR TS R (] A5 R IE 5 AN, SRR A AR B 1) R R N 1%
N 5124

4 LIS
A FFFERL T — FR IS A1 LAR i) R
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RQ1: MTTorch B L1 TEAf P L i 2

RQ2: MTTorch H1 [ REFLSE - 75 8 4 17 51 NBRAM T 42

RQ3: MTTorch H#Z Lo 557 HIPE RESZTHICR U2

RQ4: ] MTTorch AT 15 B I 2RI (1) 14 BEFH D03 bb an e ?

ASCAE B MT-3000 &5 548 2 1) R — A B R 4 Bk 47, 84 PyTorch 1.10 (https://pytorch.org/
docs/1.10/) WAVE KA 8T, BL CPU [RIFFREE R PyTorch {EA3EMEL, JFEM B FEH A& T OpenBLAS
(https://github.com/xianyi/OpenBLAS) % CPU L[t REFE. A FA2 I, A SCTEHA MT-3000 /B 4 4~ CPU
KA DSP EREAT HUEL. KON TR TR, IR ST NG AT 55 B — KON [FIFE TAE 55 0 I 25 I A2 1 75 SR TE K.
MT-3000 Ji | DDR 5y 64 GB, #HUIRA T, f:H DSP o] 34319 W A£ KN 12 GB ZiAi. R T ARIEKTE 5 B8
YIZRA] LARE R2oe Hhiz AT, HE FH—3 DSP #%, fRIUEH AT AC 48 GB AF, B 1k N /73 ! (out of memory, OOM). TE
HF M B, SR A Python [ 5 JGMIAAESE unittes (https://docs.python.org/3/library/unittest.html) JE4T B 7GR,
FHAEH PyTorch H1f# profile T HX 57V REBEAT 70 M. EBIRLMNKR B, AR SCAE 8075 ORI 2275 K0S 00 1 70 ) BEAT
TSN ZRIE R AT AT IR, 25 FEE) MTTorch M THE R, A< SO 77V 3E ) 3 FoAt PyTorch hiAS.

4.1 RQI: MTTorch FETHIEFHA4

unittest 78 J IR AL T OUEEIIR B, T A LE LUK HE R AT 0 %, 423 Python 2 5 AT BLE it
import unittest | A JFE 4. FIH unittset &, XF 15 MZOE TR 21 A KBR & (R IUE T 3 DA FEEE
FURL T 14T 7 B, 2HEN CPU HF I E 45 5. AR SCKH torch.testing.assert close 3 W2k 2 S, AEX
R ZE BE B E N 1E-06, 1X /& F IR BESE SRR AL AT M gk F i@ FRAE. B T B VR T I Se Bl e — 30, Rl
FESEES T R nll_loss_forward NARMAT U, * RN ZHET NEIET. % 3 /8 T MTTorch H 1 & T 7E A [R1%K
PERUBE T 1 TE R MRS SR, HVFOREE T IEFPEINR, Se36 4 RN 5 IRBEHLSL R R 42 G 13 .

23  MTTorch 57 IEAf P03k

MR 2" 2 2
add/sub N N N
mul/div v v v
GELU v v v
ReLU v V v

GELU_back N v N
ReLU_back N v \/
softmax v v \/
log_softmax v v \/
softmax_back v \ v
log_softmax_back N \/ N
layer norm v + \/
mm \/ 3 V

sum \/ 3 V

nll loss_forward’ v \/ J

H&E R0 13, e RO HFIE & RIE T, B IRZ /N T 1E-06.
4.2 RQ2: MTTorch FEMIE THIMERE

FEART R, ST A TR CPU [RIF3REE T PyTorch ST ITERE. B MU N 27 AN RS 5 i

M9 FTLAE H, A FHERE AT CPU SEILH BT AAH 1, 3 38 Bl 18 S0 4% J M e i B 718 B0 o 1)
JiE TR NG, B3 7 BATBET B AR, R, £ X2 HUE0L R, BIUE 7P A8 T CPU H 7. 1X
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A RERZ N CPU it N A7 [FI N W3 A R G, M 49 52 47 7 BOIM SR EAT B 4, Bk BRI B2 2%, 0 v B e — 4
DSP EHE—MRPLRSE, H A7 KO BA BAE R S, IR 5 G A7 frh.

35+ =3 CPU mean ]
20l =3 MTTorch mean |
o 25 B
£
=20 f
=
T15}
B
10 7]
5 - m @
T & &P T AL § @ FTEE S S8
& ¢ v AR L8 S
S ¥ ELE S N & STl 2 Fs 9O F& &
<& & <& & F & s P P
(N > X RS %@/é\/ '\/b/ &\/\o‘b S/
© @ 25\\0% & X
%9&\/\0 S
. 7 )
6@\“ N &
Re) AAQ)/
& &

9 MEMET5 CPU [FIMMELSH 7 PEBEXT Lh

4.3 RQ3: MTTorch F1Z%UEFRIMREIRF
43.1 DSPHTY5 CPU H-FIHREX L

AL PyTorch H1[1 profile T2 Gt it 5H 7 AT S 18], Profile #& PyTorch FE42 A F T XA Y it 47 P E 40 Hr
AR T B2 —, B4 T — AN r 07 RIS PyTorch #AERITHEI . WA, BUTREEER. A
T REM E M HPE A MTTorch H%T- Hthreads SEBLHIIZ 08 F 5 MT-3000 CPU 571 A6 L2 R, ASCHH T4
3 9) HHIPEREPEA TR AR

Ty
threads
- s THLhrcads > TCPU

TCPU (9)

P source —
TCPU

T ) Tthreads < TCPU
Hthreads

HH, Trmreads T83& MTTorch H2ET Hthreads SEILI %O HT 1847 W 18], Tepy A MT-3000 CPU _EH 711847 i
[8]. TEMFEIE LT, Pyouree > 1 3718 Hthreads %05 T GEE T CPU, HBKAXEK Hthreads #% 05T I PHERESE T
R Pyguree < —1 8 MT-3000 CPU [ 5T HL4F.

KNG T HEANFEBIEIIE T (2"%-2%), MT-3000 CPU F Hthreads #% /057 B AT H), 45504 10 A
[F ¥ MT-3000 9 Uz A7 BCF 3 04E. B 10 lE7n T CPU T 1 Hthreads %08 FPEREXT LL.

ME 10 AT LUE H, ZEEUE =/ O, CPU BT BT MTTorch, {HHF A R EU TR 35 1 B84 2048
IR K, Hthreads # .05 7 HITEREMR 40Z Wi &, KEB 5 FAREUE T 2-8 M5 A IiERUR. X & T DSP
LRRAMB A 1 ms /i B, S8 2 DI, XN & A F45 1R824 Hthreads i R (19 14 B4R K
. DR, 7E SO B REZARYE A% N Tensor AR K /N34S Mg £l DSP Inidtid /& 4 Fi i Ul 27

tbAbh, FATTR I, 4 Hthreads BEAT 528 5776 Fa e M7 T 5 47+ CPU [RIRHREE N S FEAN R A5
&, i Fl Hthreads I8 J& FAR 1 2218 5 #4ERRE [0, 1] 2181, 1M CPU FIAMREE T M 7, Hobri 2 H &0 5 50k
RIS [ 1 D T AN BT B 25 R AR T I e X T K A0 NG R  EE, BRUNFAE 2 oGRS T, T4
RSN, A (10 i 3 A7 Bk ) A A 2 b S P 1 R 22 (MY A R 1), SRR YT A S B T R G R HE L BE 1
R
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Pigures
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2 X %: MTTorch: @ % MT-3000 &

NEx it 72

3+ MTTorch Frifi 22
ol

1l

0 ,,,,,

—1F J
72 1 1 1 1 I I
2]8 220 222 224 226 228
i
(a) layer_norm
41 < CPU 1
3 [ MTTorch 5k 7
2 .
1 .
(U . ~~~~~ E
218 220 222 224 226 228
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