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Performance Optimizing Method for Sparse Convolutional Neural Networks on GPU
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Abstract: In recent years, with dominating capability shown in plenty of tasks, deep convolutional neural networks have been
deployed in applications including object detection, autonomous driving, machine translation, etc. But these models are accompanied by
huge amounts of parameters and bring a heavy computational burden. The neural network pruning technique can recognize and remove
parameters that contribute little to the accuracy, resulting in reduced amounts of parameters and decreased theoretical computational
requirement, thus providing a chance to accelerate neural network models. However, it is hard for the pruned sparse models to achieve
efficient execution on GPUs, and the performance of sparse models cannot even match their well-optimized dense counterparts. In this
paper, we design a sparsity-aware code generating method, which can generate efficient GPU code for sparse convolutions in pruned
neural networks. First, we design a template for convolution operators with several optimizations targeting GPU architecture. Through
compiling and analyzing, the operator template is transformed to the intermediate representation template, which serves as the input to
the designed algorithm to generate sparse convolution code according to specific sparse convolution parameters. Moreover, to improve
memory throughput, we perform optimizations on data access and data placement based on the characteristics of memory access in
neural networks. Finally, as the location information can be encoded into the generated code implicitly, the index structure for the sparse
parameters can be eliminated, reducing the memory footprint during the execution. In experiments, we demonstrate the proposed sparse

code generating method can improve the performance of sparse convolutional neural networks compared with current methods.
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Fig.1 Overflow of the redundancy-aware code generating method
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Fig.2 Example of a 2*¥2*3*3 convolution parameter tensor and different pruning methods
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Fig.3 GPU memory hierarchy
K3 GPU f#1# )2 UoR = &

N TR KB EREHAT H I U747 75 3R, GPU Bt T R AR A7 i 2 MV A7 42, B 3 Bl & R A A7 2
T DRAM, H AP 2 8 5 K, — MRTEET GBFH T 47150 GPU 2 137 1% N\ A% HH i s 15 H 7 A7 4 38 bU A sy 0 42
Jos ARV 0] — MR e 20 i R AT . — R B ZEA7 (L2 cache) HH T3 U 2 A0 B 28 3L 52 2 & — OA L MB.— 4%
IR A (L1 cache)fr Tt 2 AL BE A% P 8, H A2 T A — R 2 AL B & B IARE I = A B — RO KBRR
(K117 fits B AT B A7 o — UL 2 AR LS — R B T B A 32 (L% A7 2 IR LE AR A7 A R 20 45 AN R IR R A .
T A1, 2 A BRGSO AT PRl L RO R B A A #4347 (shared memory) & — B H1 g R N 51 T 4%
PR A A 2 8] 45— RO 8 KB AT UM TS A7 R P JAAT b 5 1) 0 B4l T 5 £ 2 47 (constant cache) 1]
A SR % A7 368 5 B I AF IOV 1) B A A7 B2 DRAM i, bl 4 3 2 A0 3R s A5 7 48, — MR P - DR A7 ZE A
GPU F2 2L iy Ji 391 v OB A 22 PR 0l . 24 5 B8 A7 i v I, U7 1) SaE SR ARGt 8 88 P9 A7 (19 D TR A A A i ey i
DA B AT VT ) ) 53— AN RE R0, 25— warp W HOZRAE VS 0] 5 8 A 77 o (R AR () B N, 3 6 20 2 1) 5 1) 475
ReWE I IRl — RE R E R
2 HRBRMNEFRBEER

FEIX — 5 FRATTA 4 i 42 H F)  nE JRR F) S AA 2E pT VE BRATT 1 e A AR AT U 0 B AR A A
BRBEH T, BATE I 7 2 FEERT GPU F & BILAL 4% T R IRATA G 3RA T2 T 5 AR T A o () 2 AR, LA
L e T o () 2R R BREARCFR) 7 A RIR i AR B 2B G A e i, BATT 0 17 A R i B AR o B U AE AL
FAT 2 ZE LB AR 9 ), B A B AT A S AR A R

Table 1 Definition of symbols in convolution

F=1 BRI SE X

N LN €/ NN

C ENEEEEE R H
H/W PN B =

K HREE
R/S Cey A=

H/W BRI ER I w5

2.1 EFIEIR
& GPU ‘P& LB 2 MBI E 7k A 3 T 5 M A (GEMM) I J7 VA A B 36 B 45 36 T GEMM 1)
7 15 7 B o) i N R AT AR 41X — i AR 7R B S N B AT B LB OK T U5 A7 7R SR R E I MR RR B



6 Journal of Software ¥:4%5 I

SRR B R ) L BRAT 2 T H B AR T R v BT S AR AR IR A e e S BSR4
B fE H Input,Weight R Output £ m 1 N B HE . & W = LM BB b, L
Input €RN' MY Woight € RNV Outpur e RN W BASYEREI& LR 14 B B KN KB P BEEOR, T
[N b PR e AR R 1) /N5 - BER R B I FRATAE A S AR R s AN BAR A B G, W0 Input,, . g, e
H¥E 1. BRI
BN Input BRI NEAE; Weight, 555
FiH: Output BRI 45
R4 blockldx F threadldx T+ 8N E e BAE 55 R a6 6L B (N, K. H, W)
B NN L N AR B sinput
for n < 0 to BN-1 do
for i < 0 to BH-1 do
for w <— 0 to BW-1 do
sum[0...BK-1]=0
for c — 0 to C-/ do
for r — 0 to R-1 do
for s < 0 to S-1 do

i = sInput[f(n, ¢, h, w, r, s, threadldx)] /G2 A A BUORE B B

for k — 0 to BK-1 do
sum[k] += Weighty..,.; [ i RS SMNBEE T, 245 RitiT
2

end for
end for
end for
end for
Output[n +N,J[0 +K ][k +H][w +W] = sum[0] /B EERE R 2R
WA
Output[n +N{][1 +K\][h +H][w + W] = sum[1]

Output[n +N{|[BK-1 +K\][h +H][w +W,] = sum[BK—1]
end for
end for
end for

BATEER 4R Output 1) 4 NYEEEFATAE %R 50 A GPU 42 41 511+ BNOBHOBWTIBK K/
[ 285 S 5 LA AR 2R R 1F 508 AU H A AR AR AL B 1 45 1, 3 BN RoR SR L4t FE 5 N R FR T AT 55 1K
/N BK FoR B ARG Y AN AR SAT 45 KN BH F BW 43 B 28 7 48 12 R0 56 4 B AN SR R TH BEAT 45 K/ 3%
FEMIAT 5% 43 77 30nT DAFZ 38 A5 AR S0 78 o 00 048 =5 ML 22 1 25, 0P B Ouepue B ABARAL B (1925 BT 5 A 11
Input F A5 NERE 2 [0 1] BEAE AR BB X ok T 8N R 26 F2 2 18] =6 F 4 N B3 i Bl 2 B A 1R o =2 o A s
PULE T 5 A o S NI R — AN R R e N (W 2R R T A5 HE T A P ) i N B X, o K I S 0 29
MR NTE R, 5 AL ERNE L E S5 SRR B SR 5, St 52 A 77 H 3 SR 1 %
A T AR AR T S0 R R 7 1) A N B B BB 3L VR, TH5E Outpur AN RIS B (1 45 i 48 F 108 FR 2 502 AR
[F (BT LA Weight 07 DL AR R 2672 2 . B T 46 AR S B0 BUE 7 B TF B 8 A 2 [ AR 1, BT A AR
ZHURT DIAFAETE W 2 A7 P RIS 78 U1 S50, A ] ) 4R A% < RIS 7 i A TR (9 2 S0 47 T 5. DR mT AR O &
AU 18] 906 FEATL IR B AR 15 47 e SR BV 1 JR R 7 AT T I 3 BUSEAR ARHE, Fe i blockldx 1 threadldx 43 3
KRG LML EREALEILANMER R E65C500 GBS MEETIEHA SR
BT X I,




F F i@ e AR AR R % GPU AR T & 7

/IR BN [INAERRAEH/ BN

-
i RegM ap i
1d R1, inputtoffsetl 1d R1, inputtoffsetl ! !
IENIEEZ N MENSEENE T T
sts sInput+offset2, R1 ittt ' sts sInput-+toffset2, R1
1
! valiem ap 1
/TIEZNAT A/ BN ! 1 /TIIEZNAT A BN
1ds Ri, sInput+offset3 | BRSH ZESH -ids-Ri; shput+offset- _________________ ,
115 i o | 115 ! RegMap |
ffma R3, Ri, 1.2, R2 ==22=5> : ! —ffmaR3Ri0-0.R2— i !
1
ffma R5, Ri, 0.7, R4 ::::::i:‘:‘ 0.7 0.2 ! ffma R5, Ri, 0.2, R4 :______R_3_:__>B_2_____j
ffma R7, Ri, 0.5, R6 jzzz=zcbs. ( - o4 | ffma R7, Ri, 0.4, R6
1ds Rj, sInput-+offset4 E' .. ! Ids Rj, sInput+offset4 ~ _________________ ,
! 1 - , RegM ap !
ffma Rd, Rj, 1.4, R3 essss==> 1.4 0.5 i ffma Rd, Rj, -O.S,ERZ: . i i
N ) -
H | ! R3=>R2 1
! 1 e EEEE __aT2Re D
/PSR E NERNAF L [P EGRE NERNAT

st Output+offset5, Rd st Output+offset5, Rd
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I ZN0HE A LRI 5 086 R 7 AT R R — SR B ATT 7 BB B LR 6 R 2 8 5 o0 B B 98 4 S Bk
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AR 25 8 BB S 0R GPU $i8 4 W J7 T B 4e AL BRATR A 7 — Fl: TS B0O0UE 1 R B GPU 1R %us &
TR 4B % H — P BB 0 7 R B E R 20, B 0 B 4 R T a1 Sz B E 0 SRR RV A R B g 4
FFMA, 184 FFMA R3, Ri, 1.2, R2 # /- 4T R3=Ri*1.2+R2 §Jit 5 VE N ERE S — i 7 B0 8 1.2 & B i Y
TEFR A X R AR 2R K 2 5t BN s 5184 BHEOCRHE R A by B RNM @ L BRI E
5 23 BUE 2 (8] S B SR 1, AT BE AL AR e BUE A AH R BLAE 0 IR S8 BUE R FARIE T 2 80UE
A DAME— 52 S 30 AL B AE G BB R AR RO R R B AR AR 2 B SR S BB AL o 1R A R B B
TR A B 2 B B8 R 3 AT e T A 45 1 2 000k o A0 381 4 B2 1D T S48 2 v Rl 3o AT i 4 R S B4
AR (58 AT DL — i 58 S 8 A B[RS 8 BF R F B 7 I ER 4% ) AH O T8 2, 45 S 1338 B8 K 1A 25 () @R 4T 48
A8 FE S ARG I T 4 P A b A T AT B0 AR B TR IR B & S EUR A 5B B 2 16 19 4 19 A B SC A
R ARMITE 3.7 955 4 13 A2 B SO AR, DA Z A8 26 F 1 X I8 4T I 8 A 3R B s EAT T 0 b7

PTX & &#AT R A K355 R 00T PTX FEFFF 4 0 4 IRME (SSA) I 38, L i 30l 25 17
,PTX ACHG H A5 F (1) R AN 25 A7 28 A0 AT M — 1) — YR (. TR P 382 7 35 A7 48 22 T8 (R4 % AR 2 17 o 3o At i
a4 M FF 72 102 7, AT 0T DA sk Hh B B4R 4 2 R AR B 6 R T RRATAE R E A S 0 MRS
B BT LA AR S H T BRI S I 4 #RE AR B AE T o ) SRR BRAR R BT DAAS 8 B A (9 Bt 2 B T, 12+ (]
TR Hhae T AR R LM AR SRR . B 4 FEOR TR L R ASEAR R () R R (9 1
23 BRETREBER

BT H TR R AR, AT T T 45 & B AR IR 5 2 30, 2 ROt A i 5 AR (0 S8R FR B 3 T AR
Tt A i A0 v = T 50 R O T 99 AR 1 2 R R AR S 0 e D B S (R B S 3 AR UE T L AR R S B0
TEH I 8 R U R 5 2 0 SR IR TL AR R 4, 9 L AT I Bk [RD )38 75 R 4k el - I Bk g 2 S B T AT
PAR Ao 2RI AR, DR FE FE A IR . DA L AR @ X PTX r 18] 28 2 AR F00 368 1 8 1k, 12 550925 A D AR T
Hik 2 FiR.

FEXTHE 4 038 i e SBVR A T 2 AN RILSEAR OIRES valueMap  FH K AS AR 2 B30 (R B 5 380 3.
LB AR S B regMap FAT A0 FL BT TU AR 18 4 MB35 SR 1 257 47 3 AR 0 R I AL, Ed % T SN 55 47 88
TR 5 R 6T o (R SRR R M — 2% PTX 484, BE o7 @i A 15U 45 4 1) B A4 IS BB R - 2H Bt 433X
B A R UL G 56 . X T ol B4R 4 FFMA, RATE & 2 5 BB Qe & Wi A8, dEd &l
valueMap %184 0937 RIEGIEAT B e 45 an 0 B 4 1 (1) 55 — %% FFMA 184 FFMA R3, Ri, 1.2, R2, &g &)
valueMap fER S 1.2 B BNE RS 0,9 Bl T regMap N2 AT B AT IR A F 28 B e A B T 38
JESLEVEEEE RN 0,1X 2638 4 5k br BT T R3=R2 M#EAE, K Ik R3 F1 R2 SEbr b2 S0 1. an SR B 6K /s 48
X R3 MM HESNE R2 5, 84X % FFMA 548 UMER (B 4 b 4d B hniE). 3RATT7E
regMap Hit Tt R3=>R2 MG 56 R, JEMERIX 418 4 HH TR B S H00 K 11364 N FEMA 18 4,3 S i it
ST A2 N IRAF B AT LI B &5 TR 35 A7 88, IR S FF AP 88 S WSS THT 9 FEMA $8 A1 IR EBUE A . oh T
X A AR 15— M IE AR 28 0 e (H 2 Ja , BRI R AT IS 75 0 2 B regMap R c SR 1A 27 47 25 LR 6 & (8
AT DA AR B 8 2. 24 78 J5 T 48 2 o 20X R3 B 51 FH I, %1 40 1 4 # 1) FFMA Rd, Rj, 1.4, R3,H T regMap
FEZLILFE T R3 B R2 BB R U, /T DUIE A BT R3 B985 A SO R2 195 A B F H regMap 105%
AT BRI BRI ¢ R, AT AT LUMBREH 0 (19 FEMA 1158 4. 50 40, 35 fr 2 Wi 50 R S i A7 5 4. Nl 3
2T A1 B MF A2 RAT T BRS04 1 S A AR T 2 IR E LN T 7618 4 ST, AT
B HIEF R (RS BRI A7 38 & 15 4 B iy 4, 30 0047 2 B8 B B0 A X i) BEARAE M U R VT A7 4
A AT WA MM B R AR, X E TR T X GPU (W15 7748 245 s 25 18 .GPU 18 ¥ SCHF 2 B 98 B A [\ 1) V7 474
A 40 32 47,64 1755, 3F HLAS [ 56 BE (¥ 46 4 RE 0% SEELAO U5 77 Bk AN A8 M2 AN S0 KI5 Il 47 6 3 ) —
ZUTAEHE A HR B Bk I AN S0 3R 10 ), G LR 8 £ 5% T B B /NI U A7 i 4 T RE S LA U A7 R L A
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DR, FRATTBE A S Uy A7 Fi 2 R AT ELER M %, 110 2 52 40 J5 B B S 4% pixas TR E & 15 X5 3 AR 51 HIHAE H0i U5
IR AT B
Hk 2. Wi 5T ACRG AR RV
I : ptxTemp, A RINAEAR ; param Temp MR S 4L, paramReal , 2751 5 51
I : prxCode, N FUSERE B S04 K PTX 84D
YA 2 A Map valueMap, regMap 3%
for valTemp in paramTemp, valReal in paramReal do
valueMap[valTemp)] = valReal /SRR S H0 5 B S S 50 i
end for
for inst in ptxTemp do
if inst.op == FFMA then // rd=rs+rt*imme
if regMap find(inst.rt) = null then
inst.rt = regMaplinst.rt] IR AT ot B 4o A Z A7 4%
end if
if regMap find(inst.rs) '= null then
inst.rs = regMaplinst.rs) IR ZF A5 rs BN HA B 7 8%
end if
if valueMap find(inst.imme) '= null then
inst.imme = valueMap|inst.imme] 1T S HUE I
if inst.imme == 0 then
regMaplinst.rd] = inst.rs /1% ST AT A 35 WS
continue
end if
end if
if regMap find(inst.rd) |= null then
regMap.remove(inst.rd)
end if
else if inst.op == ST then // rd[offset]=rs
if regMap find(inst.rs)! = null then
inst.rs = regMaplinst.rs) IR ZF A7 5 rs BN HAh T 7 8%
end if
end if
ptxCode.append(inst)
end for
FATB A IR ERACRD L R AL On), b n P B RS AR 18 4 25 B0 T 8555 415 2, AN
BEAT AR AT A 75 2R A R AR R BIT 2 T A UL C HEAT TR0 S Ay 3% B0 2 R R T DL PR S B SR SR L B AR
Tt A2 3G B0 ) I 1) 280 R
52 BT A 4 MR 5, B0 VLT T xR B B3 400 PTX B2 Fe 85 3K % PTX B 26 450 88 pixas
MAC(E 5), 345 8 26 1) — 3 AR . 1 T PTX I 1) 9 5 3 e v A B GPU Ak JR 454 2 1 PTX A rh [A] 7= )
PUAAS AR RS H) GPU AR sk 4 1 —dE il ACRS . 53 4k ptxas £ 51 ST AT 5 B Ad GPU 1k R &5 W AH R AL,
ELIE B A7 4 70 BO AT 4R & 8 2 55 B DLERATTZE A i i 5 7 R P L RES 52 2 T IX B Ak e Je i1 T PTX )R
R AT LA R ) B B B ) 24 AR 24 W 7 987 o ] 2 B 0 T . RT3 5230 KB P 5
o TP g TR BN cu ST B ptx SCPF) 3 T T 20 R R 1 DR 20 T1 (90% BA L), BT AR T PTX A5 Dy o
8] 27 J2 ORI DA S FH T4 d R 1 4 VR I A, BRI 5 802 2 L A i85 7 AR 1) I 1) T4 7E 52 36 1 ptxas 9 1%
AR px ACRD BT 75 I TR ZE L+ 2L =4

< iy ptxas g AR AU R B 24 1 BAR R H AR GPU P&
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Fig.6 Roofline model for 3 GPUs
K6 31 GPU ) roofline #5714 [%|

2.4 IHFERL

R GPU B8 $2 158 K (1 W {E v B4 e FL 0K B A8 14 RE 75 A2 e A BLm B B U7 L U S SR A
B 82 FH AR 25 5 52 B U5 1745 5 A BR ), Xk DL Sz B 2 A PR BB R AT L roofline ANV I3 1 AN ) 4 450 2% &
T,.GPU R tERe ER B 6 o MU R IR A [B] I TE B R SR AR R R B T R R N R AR T IR
B WEIERT 2 5B E YRR R Re S R e T AT M E S B 2 B P T R R R TN
SELBE FE T Re 0 B 1 VA PR R A0 SR — AN R T T B EETE B e 1 I, TR T ) AL P BE R Vi A7 2
FRLPH Gn SRR 7 A8 T 459 U2 0, D2 A T B 52 BRI FR AT L T 3 AN IR 1 GPULHARiE T 84> GPU [ IE{H
P fit R B0 1 1 B8 BT 7 LA R R T BR.H R, Tesla K40m A Titan Xp /& LAE# 225 /) GPU, M Jetson
TX2 AT [ 283 ¥ % 1) GPUL AT LA 2, 715 68 7 58 5 1) GPU,F X v 5508 B85 1) 2 SR A A 0k v

BATDA 8 2 BB AR % AT T b R B RS H Weight BRI BE(RE N 0 S HHAE 2
ZHR TG BIEEN A p 3T & ARG AL BT R IR B S A BUE DN 0 BT 3R B9 A0 A BV, AT T
BALE Kk c 1 s), HHUE N O R P(Weighty...,=0) = p,Il i1 5% & Ol(operational intensity) ] LA A 1 &
.

0 = N+H *W xK*(2+R+S*(1—p)*C)
sizeof (T)* (N*C+*H+W + NxKxH xW +RxS*C =K x(1—p))

2 1-p
=sizeof(T)>k ’ H*W n 1 " 1fP ’
H*W «K+«RxS C*R*xS N«H W
Fodt TR N S i 25 RANBTY S4B 25 sizeof(T) N B SRR AR E p=0 I, A | X RIAR %
BRI AREGNAK 1 TE W FEERGERE p 8K ERE OF 2B AR 1507 47 8 5 IO
R 7R B = N i GPU R2 5 v 7 B AN Y.

55— & GPU i A2 7 LA LL, R A AR A2 UEVE AR U B FAURE 7 R A T W MR AR R A Vi A7 15 2,
FRATFE I3 T T PG I 45 i i 2 BT 2 3 I S0 5 1) AR A R A 2R 2 ORI A N 8008 A7 0 72 AN ) 1) A7 i
23 ), 38 i N 17 {0 U5 1] BR AR R AT U5 1) B S AL PTX 384 M B S 7B 42 GPU & & N A7, 1 & AN
AR T2 RAAS.— 5 RIS R AT GPU R4 2 My 2 (B 3). M AR 2R A FEE
PR G AT IS T AT A FE WA TE L N A7 R R AR T B R G S R AR S N4 SR P A T A [ A
RS HAAABAE W BN, G B0 & AR 34T Uy a5 — J7 T, XA R 2 50RT i N 5038 458 F A [/ 11 7 47
e 47, 3B 4 T A I 2 18D 7E i R AE I T 0. LA Tesla K40m GPU Jy il AN i 22 4h B8 258 56 187 1) — 4 e 3 B2 47 5 [
—AA 100KBARBA 1024 A ZARIE IR, N AF4N AR T35 KA 100 5775 1Y) i 18 G847 = (A 76 BN FE I e 4

#(1)
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EOL R KR 25 ANV R LR AE PO AR R RO S 5 W o W07 1) 2 1), BRATT 75 2205 1) channel DRIS
AN B 70 ER AR RS A 2R I 2% e XA R R S T RS R X IS G e e R A 14 s [R). R L, SRR A R
ZHORVR N B0 (8 PR 7] 60 017 T B A2 R 2 0 3 s ) 4 36 17 7 A i R A1
BRI T AT AR 0 Jo AL BAR B 9 15 75 3 — BRI B AL P >R A i A AR IE R i &
5, 71F 0 Jo R I BUE 5 2 B AR BB A B AT 19 CSR 4% 20, 3R 0 JC R KB A 7E U values 155N E
0 JEER I FN 5 B FAAFAEAE — DN EEH colldx vh [N A& — 47 X R FIAE 0 TCERAE values $U2H H A2 46 7 B HC
SRAEBH rowPtr A3 2 THE T SR CSR A% 0BT A2 B AS B 5 0 Siocarion-
Siocation = Scotrdx T Srowptr
=K*C*Rx*Sx(1—p)=*sizeof (Teoyax) + (m + 1) * sizeof (Trowper ) #(2) #
e m FORME B B AT 80 BAR BUE B T8 Weight F& FF BRI 75 20.34F 0 Jo 3 BUE T o5 2% 18] S, 00 7T H
AR 3.
Svatue = K * C * R xS * (1 — p) * sizeof (Tyqiue) ##(3)
N T SrE AL EAS BT R A A H B IR AT B Siocarion 5 Svate I ECAEL T 2K 4 FT7R.
Siocation  Sizeof (Teoirax m+ 1) *sizeof (Trowper
gvaltue - SiZ@O;((Tv;zIZe)) TKeC *(R *S 3 1- p)f*(Size(I:}()Tvalue) #E)
B WHR T AEAE R 0 JC R S5 S AFAE R 0 70 3 HUEL P D 0 B0 248 7R 7 ST A e 22 19X 23 A 7R v s it 1 e
5 1) BE FE R Re it 256, 5T AR 0 TR S BAFRE 16 WAFA GeR R X T HAT IR LG A B, LR TR T
BAFEMEPIE0 TR B H B —p) K« C+ R+ S,— PR /DT 16 LLRr R 0 T4F 0 70 & 9 HUE, 3-AN
—FBAE ] 32 PO RS FE VR s R R U A 5K 4 o R — U 0 O 0.5, R ik, 5 AR 0 J0 R BUEL T & TR A3 ]
HALE (7 B A5 BT o P 0 2 ) 2/ 2t 2 (RN T 7E 2480 GPU AR BT B E) W ix— T
LR AR 2 0 37 A5 JE BT o A I 24 )R AN i 22 (1 7 3 120 PO et 4 38 T A7 i s A R I 7 B R
S KA T4, I 30 P BE 3G A 7 T8 5 90
FRAT A= s B0 B R e 6 e G LS S I U AT AL T AR SR BRI AT R T 1 S5 R 2 O S Y
G0, LA 7 AN A2 B BORE 3SR M 0 A5 20 25 {8 2 B ) 17 48 2 v AR 2R BRIARRS o A S R D 4 %
M B TR AL B 5 0 S B S N B BE AT T S BT DU O AR B N T AN AL BAS B TR BT
e 7 B A B U7 ] B AR T U5 AF R R
Table 2 Convolution operators used in experiments
xz2 ERPMEANERETER
%5 H*W C K RS ZBHSHHH WHEBEAR RERY  Hdidk

1 24*24 1 20  5%*5 500 36.8 LeNet5 MNIST
2 8*8 20 50  5*5 25000 204.8 LeNet5 MNIST
3 32%*32 3 32 5*5 2400 314.5 AexNet Cifarl0
4 16*16 32 32 5*5 25600 838.8 AlexNet Cifarl0
5 8*8 32 64  5*5 51200 419.4 AlexNet Cifarl0
6 56*56 64 64 3*3 36864 14797.5 ResNet ImageNet
7 28*28 128 128 3*3 147456 14797.5 ResNet ImageNet
8 224%*224 3 64  3*3 1728 11098.1 VGG16 ImageNet
9 224%224 64 64  3*3 36864 236760.1 VGG16 ImageNet
10 112*¥112 64 128  3*3 73728 118380 VGG16 ImageNet

3 WS

FEATT R BAT A B I S 6 [ 25 5 A ST R Y AR i R R AR A T YR S 1 3 A S ) AL i e

o 9T B4R P ARV T SE IR R AT BT SN 2 R N —Fe v AR A Bl
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27 VE B M T fRT B AR ST 5 1 R A e % S R S R O T R R B A IR S Y R B O
AHOC BIAEA R FRBRAR BE N, A Sy V2 AR B K s i 6 AR AR A B G AT AR 4K 285 S — A Il LG AR T ik (R 4 N
T AT TUA T A M BR DL R AT F 8 & 9 A7 S 0040, RATSHAR RS AT T M5 35 R I (15 ¥ A 20 H 2 1. 30414
R I S UG 2 18 4 B H I ARG AR BRI 4 U5 100 PR AR T A4 RE R R

PATE I SR — [E 2 bR )L AE 3.1 T R AT B e AR TR A HE R b SRR AT (S AR
HFEE LSRG & 55.3.2-3.5 1 AN [F) A B U0 B AR SC 5 vE B At 3L 3.2 1 3.3 Tl I 7E SL IR AR
T T BT LA 4T, J s AR FAth T vk B M RE AR 33,2 1Y 3 B OGRS O v RN Al A A6 AR
77,1 3.3 FIRER T 5 G5 M b BY BT VR A0 1 BE T EL R34 A 3.5 5 43 IR T A 45 A I BR A U5 A7 A2 A Ak
KA E A AR BT T 4 07.3.6 715 [8 2 R B 3& BV 14 1) B ATV Al T AN E AR BL AR R A
5 A ARG H Mk B, I 45 HoAt 7 AT T R EE 20T 3.7 AT T4 1] B, B AR T T AR B R AR AR 1 AR Ak AN
X} 4 U7 0 B 5.
31 IREE

PAE— B EA ML Tesla K40m 5588 AT SE56 Tesla K40m B A 15 MR B A IE BHEFEN
12GB.BRIMB UL T, BN 2 I BEAR H 16KB I — 2 B A7 A 48KB HIFLZNAF. 7540, BA R 2 db B3Rk
i 8KB W H B, T ZAF N GBSV . T % AP B I E AN 1536KB [ =2 Sl 847

T R AT R 5 AE A5 AN 22 I 4% o A 5 AR S EOMBE AN T BB AN [ S R BRATT AN TRAT 1 A AR A
SRR T 10 NG AR D T A A 5258 A 3 AT Ak (6 SR S 56 H e 0 ST I B BNk 2 B
NIEAERFIIE TR —NETFHIERERTUERRITERWE T EE TIFE M ITENR R E T,
WA EHE 236G it HEMNERE T SRR L NE T NEE 500 MR KNEFEE#T 14 TS5
TESZIRAE F FIHE RN R 64 F1 1 AEBAT A2 R I ARBD I 6} -4 — AN 57, BT TAR 48 i b ok B IR FIAT 45 %1 4315
BitH 1 in#k CUDA kernel B} 22 5 2672 10 2 OIR.

T UL BRATHE B TR A, AR T 2 MAE GPU AT BRI G N 45 (1) 7V EAE T xR
XL X R AT LA N OR KL — KRR S P 5, B cuDNNT R
cuBLASM®! . cuDNN Pyt 7 22 Bl Ak (1 36 A S B, 3 HL 23 76 32 17 e MR 30 i N St IUASE AN LA 7 65 4545 B ik
P S B.cuBLAS A Sgemm i F ok S B0 A AL FRAME F 1 2R 4R MR R F B AU VR IR S — SNk
R RN £ 2 B R vk 1 s B[R] VR O cuBLAS 7 AT B (). 27 b, BB AR 5 ) A0 B A6l — I 5 AN 3 s 5 1
SR P I 2 ) A R — 2R FH A 6 TN 4 2 BT A P IS O 28 DO 45 BAUAT 1) 9 R AT T N L Al ke Ll TV,
F4d F cuDNN SZEL 5 M4 AL BT B RO HH 50, 3013 4 7@ sy 1S RO BT B AN 45 M fh B A 7 vk
A7 %of LSk T 308 T B A, BRATT G S5 ok A AR A — 2 N B 1 0 % T A AU BT R, LU B o — - B AR I
UL AN, BT B AR B W & S ECE A BB BN 2 11— 2 A 15 )5 S8 B S N I8 E £ B b
TR L FRATT AR 25 R T Ti) B4 A N8 T R 45 B 3 H It 1A . AR A B R R S BN A B, (H cuDNN A
cuBLAS £33 & FIHE O AL, vl LI e & i (PR BE. 53 — 2807 v 2 5 AL TAE B (WAH R, R R v LR AT A%
B2 W 28 B 7 i ATk B T Escoin®® A cuSPARSE™! #E47 %t b %t T cuSPARSE, &A1 H 5
cuBLAS I 772,55 T cuSPARSE  HP [ Bii- B 25 A A 2 S 0 45 AR, 28 R i N\ 7k B J|8 JF 1T B [7]. Escoin
WAL T M BN GPU MRAGSEEL AT github bR T & MARED.

256 o fd () cuDNN,cuBLAS £l cuSPARSE IR A5l 4 7.6.5,9.0,F0 9.0.Escoin {3 FH T 411 1 5581 il
7K (github commit 8927519618473 19e6b033 1f0dc163a3293 fad4c). S2 56 78 B ik GPU 4 fE ¥ 1% CUDA 9.0 T itk
AT, 8 H nvee 9.0 4 3 25 2 0.
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3.2 SHRBRMBEEERG ARSI

FEIX 15 7P 3RAT 0 BT B8 A T it At R R T A A AR A BAT 0 75 3% D A2 R WA . K 8 0 A R
B T AR ST VEAN LS Hh AR — = A s 46 L 81, 25 16 31 CUAT 1R e 46 T A8 S 96 b e il Je (B Y 1 9 S 1l id
10 A5 F R4 FATEA T P A8 0.9 ARG B AR L BEAT VR RE IR AE 3.6 Trh 3ATE— B # VAR B IEE T
P RE. FRATE AR RN BT E3RAT 10 AT I (8] FRos RN TR MR RE I 7 AT 8 70l o 1 3t K/ oy
64 ALKy 1IN A 526 45 R FRATTH 55 17 AR SCO7 1 A2 1l A 530 A 77 92 O I g B {8 K T 1 R 3RATT Y
TIEVEREEAL, /N T 1 RoRA L7 i Ak e SE 4

ERMREXT L (iR N64)

269 mm cUDNN mmm cuBLAS mmm cuSPARSE mmm Escoin

Fig.7 Performance comparison with baseline methods under batchsize=64

K7 RN 64 AR 7 2 O VERE XS LE

HIREREXIEL (GHtK M)

mmm cuDNN mm cuBLAS mmm cuSPARSE mm Escoin

Fig.8 Performance comparison with baseline methods under batchsize=1

B8 bR/ 1 I ASREITT VA PR REXS L

AT ILA R A B A BE RS2 00 48 k47 20 A AS [H) RO uf e D5 ¥R &, 8 26, 78 BT A B S B i
H,cuSPARSE JUT7EFTH AR T R RE 2 i Z 10,0 X R LT X% GPU ~F& kI B BT 4k 1)
HMERE BIEAE 0.9 BIRBTFERE T, S0 A8 th Xk LIS BRSO R A0 O 38 25 1 50 8 AU KPR cuBLAS Fl cuDNN A
X R S B0 R IR AL B 2 BRI U ) 17 A7 AR 3R R B0 T R AR 475 4R B % S IR 3 1 Mk ik . 5 0 Ll D7 3%
AH B, FRAT A BRI AR B ST AR TE BT A 1A AR LA R L TR AR BT R A I M R B SRS IERE RN 64
i, A6 T cuBLAS,cuDNN,cuSPARSE 1 Escoin, AT THI /5 ¥E 4 I SEEL T 2.8-41.4 £%,3.1-9.6 £5,5.5-43.2 f& Al
4.4-39.5 {50 0K B ZEHE R /N A 1 I M4 cuBLAS,cuDNN,cuSPARSE Fi1 Escoin (%) 01138 EE YE [ 43 514 1.2-3.2
%.1.2-4.9 1%,2.2-14.6 {5 F0 1.6-11.2 {5 % € F| cuBLAS H1 cuSPARSE J7 {53 40 [ Ji& I Sz B0 K i N 9K B T
T EsF TR /BLA5 E P9 A T S T B B A U B0 40 1 P i FRAT T3 — 2B 6 cuBLAS 1 cuSPARSE J7 VL ML REHEAT T
I3 file, T SN T B R T IR 4 75 ST 8] HR BT o 16 B AR T cuBLAS TEHE R /N 64 FIHER /NN 1 I RIS
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HKE MBS RTE 10 AN ESFRIAT & B 308 3.16% M1 6.22%. H KK E, KN 64 B, S HE Y
0.11%-12.69%. 3t K /Ny 1 IS, o5 L SR B A BT BTN 0.32%-16.91% %) T+ cuSPARSE, B T H 58 — 35 Ji [ ofe
TEIITERE R 2 T cuBLAS, A U N\ 5K B JR TP IR 18] o5 P SE AR RN 64 IS AN 9.01%,F3108 1.62%,ilt
KNI 11.26%, F35°8 2.07%. 48X T cuDNN, A B HRG BE 55 33845 1 30 35 I il 38 8. b T (g s
6 25 ST B A BU T IO PR I 2 X % AT 2, FRATT T B R ) 5 VE R R AR R 4 S AR AR T 2 4
0 X 28 BhAT

FOMRACRIR AR 5 55T 42 5 R DL RKNE SR/ 64 15, BR lenet-convl BLAM, FRATTI 732 5%
cuDNN AR 33 R SR AE AN [H) 551 8] bL e A g . B A1 138 3T profiling /& AL, B2 AR cuDNN X lenet-conv1 1 lenet-conv2
PIRH T it E AN T AR kernel SEHLLIE A 1B BB PERE 22 R4 lenet-conv] HITHE R RIUA
lenet-conv2 %) 18%,{H 04T B 8] #1 /2 lenet-conv2 ) 1.3 1. 55 4h,cuBLAS H )45 [ 3fe 122 kernel ZE1HH BB A
B 5 NEF(2 4 resnet HF A 3D vge H) LR EZGF TRAMNITEER/M SANETF PR ER
AIIE 12.6 £ R L FRATTI J7 VAR cuBLAS FR) I3 280 X T /N S 857 550 B 5..cuSPARSE #1 Escoin tH4 28
AL S TE T E R BN A 7R AL T P ae A B N ZE R

RN R T BRSHRE TEARMASRE M EAN S —RERER SR8 ENEE
AT KA GRR, TEMNALT Jr 4 DRAM _E [ & P9 A7 TP AT BB AE IR AR 1. 10 4 KNy 64 13X — 85 AT
DA S5 B30 0 5 G A7 (I Vg 10 70 . R s AR SR 1K/ 1 I IR P BRI AR A5 64 BB BT N BELTE 3 ANk
H vgg BHEF b 3RATH 77 B IR W o B8 0 B 20X 2 R A veg 7 BUTHR 45 RIUEAR K, &2 dE 5% J5 u e
W2 GPU ZAZ I AAT, BT AAT DLl I 26 72 9 147 56 4 Hh 4 35 U5 A7 28 1B sresnet BT RAR VT M) ) S HUMAR 5
veg B R MEH T I E A RMEEE /DT veg BT BIL A BRI IATIL S E D HALE 7 BARA GRS B E
B AH H g BRI N T veg B BT DA DUIB I 28 5% 8] (19 347 G RO 55 U7 i) 23R R A6 6 T
lenet-convl %7 ,cuDNN ZH implicit gemm!'®! BB | it 45 lenet-conv1 HIFAT I 8] 2> T lenet-conv2,
W THER /NN 64 B lenet-convl 5 lenet-conv2 2 [AIF M RE I I G B A0 FH%F T Escoin, B ATHI J5 15 1E
alexnet-convl b aE 4E 4 W3 . fH T Escoin PYEBARYE B4R AR /NI E AR 5L 8 4 5515 B 40D 7
— LB P B AR kernel 1 BRI, 3% L T S AN ¥ #9671 57 alexnet-convl ¥ kernel HF7E KR IEE H MR
WA VT IR, S B VE R R A T 3 FRIK.
3.3 58U AENIT LS

TEIX — 5 7 FRATT 5 5 T 30 T8 0 R 4 AR B b 1) 485 44 4 B B J v HEAT B B SR U 0 g — N SEER
T BRATHE R T MIBR — 2K % Nl E (PC, pruning channel) ] B — -3 #4#% (PF, pruning filter) LA & [&] i i B — 2
i N8 T8 A — 2 B AAZ (Both) = Rl 0. BH T 45 W A0 BT A 72 A2 10 =2 RS TE /N AR % S 80 A 118 cuDNN - 52
BT BT =R S AR I S IRATAE AR BT T M RE XSt BT PC A PF ATLAE BRGARF 50% 15
HOBRAVE A THE 0.5 Wb e BT AR B AR A AR 38 A7 55 b, 6T T [ Bl A I i N 368 38 R 35 AR 9 175 490 (Both), &
MR ATk 0.75, 34148 A 0.8 Wi A2 B T ARRE X L.

 lenet-conv1:cgemm_strided_batched_sm35_Ildg_nt_64x8x64x16x16; lenet-conv2:fermiPlusCgemmLDS128_batched
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Fig.9(a) Performance comparison with structured pruning methods under batchsize=64
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Fig.9(b) Performance comparison with structured pruning methods under batchsize=1
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TR 4 N8, K It Both 1 PF 7EIX 8507 bk B8 — B0 0 8 — AN 1, BRATTRE AN 7715 (0 1 6 A 0 A 5 1
B F cuDNN 4 B (Dense) i T VA — 10, BB KT 1 R PERE LT T8 2 1% 0 T 1) cuDNN.

Xt F PF 5 PC,EATA ARG 7E R0 40 57 RSB T S 4 (9 MR R ZEHE KN Ky 64 I8 A X PC R PF 7
10 NMETF B4 BISEELT P 1.3 50 2.1 A5 003 A XS Both SEIL T 2.1 AR M LR/ 1 B 2 L,
%F PC,PF Al Both (I Eb 3 5l 1.3 £, 2.1 f5 A1 1.5 5. AT R I, BT cuDNN X Py H 5280 5 16 1) 4% 3R
e S I A R A NI 5 1 U N TR o o S T i e Nt e O 1 D 11 A NI NS I B I G
alexnet-conv2,cuDNN X} PF X} o7 () & BUE B fft ST, %S PC A1 Both #{#H T implicit gemm 17775, %
40,1833 nvprof TATKIN,PC Al Both SEBR b AT 1SRRG FE V7 s B 20 H 140 Bedl ZRATR U8 7 ) A T2
PRI N kernel S2HL,cuDNN A REXS Both M WHLAE T #4455, S8 T IURIFE KA 1 B
resnet-convl &1 ,cuDNN X} PC I Both ¥4# F] i ) im2col 4% GEMM [ J7 3% 9280, 1 % PE {8/ T implicit
gemm (1) 735,38 & PC 5 PF BAR T E IS H PC PEEE .3 % T PF;IM Both B4R T SROUA PF 9 —H%,
{EPEBEAS SR AN K PF.

3.4 MIRIESHE SR

TEIX — 5, RAT T TR A8 A M BR A e 24 B AV T IERE S . 2R 3 /R T 1ER BREFE I 0.1 3B 25 19
F 0.9 {3 A2 o Az R IR 5 1N B A B B 48 4 $ B RS SRS A SR AN AR R AR T
LA B R A 1) I L B M R e AR I T 3 MR M S 0T LUE B, B 55 e R B R0, R R 3R
TR A R 22 (¥4 4 4 ) ok, T T BN R A A B M R R T T
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AP AL T ERET PTX [ R 2o b IR (1464 K H 5 7 e 28 HLaR 4R & s 11 2 20 H
M PTX H)— 2% FFMA #5405 ST L s ACRS b i — 2% 3 RINHLER 45 & U RAER B 15 D0 N kD> fHL 2548
RLUHZT PTX 88 H, UM ptxas ILZ a3 0 AE T PTX g 7 AU AT 7B PL A, A itk — 203
B 7 HABR IO AR AR A BN T A48 2 5 BATAILAE L1 10 A7 s> AP 8452 80 H P 2 IR
PTX 54 %/) 1.35-1.75 5, E B 1 FATA S PTX i 57 ACRS BE 08 SR 9 a8 3047 3 — P AT R A5 &M
B

Table 3 Redundant instruction number and speedups under various sparsity levels
R3 OANFEMBEEL TR TCAR 46 2 H0H Rk He

YT 0.1 0.2 03 0.4 0.5 0.6 0.7 0.8 0.9
AlexNet-convl 490 974 1344 1792 2330 2784 3222 3730 4220
MEEIE 4% H | ResNet-convl 7444 14718 22194 29522 36990 44318 51776 59254 66330
VGG-conv2 7432 14790 22210 29434 36766 44098 51536 59028 66238
AlexNet-convl  1.000 1.063 1.133 1.133  1.308 1417 1417 1.545 1.545
ni e ResNet-convl  1.035 1124  1.189 1300 1.470 1.697 2.049 2.533  2.826
VGG-conv2  1.066 1.140 1445 1927 2457 3.147 3387 3.661 4.471

3.5 IIFEMHS R

R — 15 v FRAT T 72 2 AR A 1 7 i T B U A R BOR (1 LB ROR HEAT PPAG .t 9868 GPU E
K1 BE F T T B nvprof AN SR ELH I 5 5 P A7 A B G A (R ) A7 2O, FRATD A P 7 A I b A 1] 5 T
PR ROR 5, BATIN 42 SRy A A7 O~ 205 e ik L i T AR 2 HO U A A 2R N ST 2R
A S N B A8 1 AS [ 7 19 A, 8 S 1 R L 22 1) B 00, TR 4 R P A 1 U7 ) A ek T LSRG R
TH 535N FATHAE T DRAM 7275 il 7 ik 8, 0052 [ I 4 ] 42 )5 A7 AN B9 A7 4 DRAML It B 50
pei

kcazies Pore

mm dram-cuSPARSE
140 1 mm dram-Our

| == £/SA7F-cuSPARSE
= 2FHAEF-Our

Fig.10 Comparison on memory throughput

K10 DiA7 A i X L

FAE S 52T cuSPARSE M5 A S BLEAT L, Ut B U7 A2 AR A I 8 3R 1 10 J R 1 s B 5 R AT LUE 3,
RIS TEITA B P89 T ¥ i1 DRAM F14: 5 WAV I B b 55 T DRAM 7
/& cuSPARSE 1] 1.4-14 £, 4= )5 W A7 i 1] &1k 2 & cuSPARSE (19 1.1-3.2 fi%.
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Fig.11(a) Speedups over cuDNN under various sparsity levels with batchsize=64
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Fig.11(b) Speedups over cuBLAS under various sparsity levels with batchsize=64
Bl 11(b) AR T X cuBLAS AN LE it K/ A 64

it
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Fig.11(c) Speedups over cuSPARSE under various sparsity levels with batchsize=64
Bl 11(c) ARMELFEEE F X cuSPARSE (I L, HE KN Ay 64

LN

alexnet—conv2 lenet-conv2  resne t-conv1 resnet-conv2 veg-conv3

Fig.11(d) Speedups over Escoin under various sparsity levels with batchsize=64
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TEA IR SRR FE N, BRATI 5 1K B 1 5 A D M B AL 25 1R BE T, BRATTBE ML AE R T AR ERFZ M 0.1 3] 0.9 19 9
FAR R S 50,2 J5 o0 B EAT M s LA, 3R A5 X LA R R B2 2 1) TR 2 5 A 1T A R RS B A2 N A
BF%f cuDNN,cuBLAS,cuSPARSE Fll Escoin [ I3 bb. B 11 Jo TS24 5. el 1 25 o) B o), AT TS 4% 5 A
HAVERAEE, H A T3 5L, o alexnet-conv2 Fl lenet-conv2 FTHE B EU/NFIR 3 MEFIHHEERK.

M 11(a)y ] LA H 6 25 6 R FE 1 3 0, B4 1 A2 BRI AR B 5T A cuDNIN (19 1 B A 2 sk P 68 A il
) B T P 12 R o R )38 I a2 5 T R B FRATT T 4Rt B DA T VE R B8 IR AN ) ) B AR R R A



18 Journal of Software ¥ A5 Ik

M TR/ 64 BITEDOLAE 0.1 MIFRERFERE N5 77 DML 8GE T cuDNN [ Re AE M i A2 FEIX F) 0.5
A% cuDNN A LSRR 2/ 1.5 AMIE. a1/ LR TR 0.1-0.9 < [A1EF, FRATT I 75 VEAH X
cuDNN A EASEHL 0.7-4.9 £ 1 HE A1k A5

T cuBLAS WA AL 45 R HR/ANA 64 B FEFGAE BB B 0.2 BT, A2 B AT 1) M R vT LA
B cuBLAS $7°F i 7 B 72 B 389 00, 3R 15 1) 14 BR WA 3 Bk B (6 7E AR B AR P IR 21 0.5 I 7E A 3B T ] DR
4-F35 10.4 5 W00, 10 4 LKA 1B 3RS I LEAE 0.6-3.2 5 YE F . 55 48, 1 T cuBLAS fEiFH EA
[ /) kernel b FPEREAA(E B 38 % 73 1E alexnet-conv2 FI lenet-conv2 b, FRATT A 75 2 25 AR A A i i R B2 mlt B
27 9B r PR A

St T H AR OB 5 15 5 ¥ M0 6T cuSPARSE Al Escoin, 4 i # i 5: FU S F /R T S8 I B A 1 BB AR
HAKANR 64 B B E T HEEENEGR ERRA T B IE R X — T 28 T IRAT B R
AR 0 v 2805 ) B, T 3 8 5 AR PR ARG A B8 R, 1 B R T i O 3 4 R 08 T A Ak M gk AT 4R A IR BE SRR A i —
75 1 ,cuSPARSE #1 Escoin Xf /NEFIRALA 2. FAL cuBLAS ABATTAE NG BT BE 5 KU BRI MR R 2
VB A7 7F B 2 Z2 BE X AR AR A AR AR O FR SRR B T, 3R AT AR B BT PR BB 3 AT LA 2. 2 #83d cuSPARSE 1 Escoin. )
A, 24 b A2 FE AR =1 16 (0.8-0.9),cuSPARSE A i A X AR W i A28 B A T 5 e (E AV A8 1l R s i B A7 e 3K
2 5.5-59.5 fEHIINE FE AT A A T B FRE T, AT 5 iE# e IRF 40X cuSPARSE Z/b 5.5 £5 1.
XEF AN 135 AE 0.1-0.9 MM R L T, IRATRITT 26T cuSPARSE AJ AZRAF 1.2-22.9 £ M.

AT IERXT Escoin F 1 BE L H AR B2 ZEHE KN 64 T 1 B FRATHI T VEAE T B M i AR BRI+ 1
SPHA AT SE I 181 50 4.1 1% B 0 FRATEAR A Hh K B, Escoin H A7 AE A% 22 T 4 A5 F [ 5 B A6 2 50 4n tile
size %)L kernel 6 FEH ), IX 8 2 40 5 FLAK [A) BB T & A0 <, BR | 1 Escoin £ H A7 & A& 1 E i
ReRILA90 4o, 4 B A2 FE AN 0.8 380 21 0.9 B Escoin #4485 F A A (1) kernel. & 11(d)H 7T 3 /NME F K L3RS T B
M RESR T SR X — BB w00 1 KLU E % B R B RS T R Z 7 06 F veg-conv3 Fl alexnet-convl, i [
kernel Ui B PR BE T B A4 I 8L E AN [R) A i A B T, 3RV A2 1 IR AR T F 30 1 W S 19 A e 400 4 U B AE {5 A
GPU AT 7 55 45 T 28 I 2458 ), BRATT 19 7 v 0 B A7 O 4%
3.7 FEAh

T — 7 Sy T8 ) R T AR SRS AR 5 V2 5 A 6 2 ) BOUAEL S 85 R O, T 16 2 001 BOUAEL 48 40 8 7
AR ptx ARIE H I AT pixas I gw A% 4w 13 9 Z @E ] cubin S [RIBT, B T 96 36 8 I, 76 ptx F1 cubin 1 145 4
HH 2 B EE I IX W] 685 8UE UK SO RBOR, IR TE AT I A2 T 45 48 2 10U Il 31 SR I 7. FRATT R A2 B SR
HIARFRHEAT 23 BT, R B 3@ 3 profiling 20 AT 1A 3 e IT 5 48 2 4 B MK XHZ AT I 4 4 U 1) 3 F 1 52

B FAIDS EANEFESRSEE . WEFEEN 0.5 FIMEFEEN 0.9 B 0B ptx RS 12 14
B cubin 3 SCAF AR FRGEEAT T St 4 R R R TER 4 .

Table 4 Sizes of ptx and cubin files in KB under various sparsity levels

x4 AFEMERELT ptx 5 cubin XAF K/, AL KB

% i alexnet-co alexnet-co  alexnet-co  lenet-con  lenet resnet-co resnet-co  vgg-con vgg-con
i s nvl nv2 nv3 vl -conv nvl nv2 vl vgg-con v3
2 2 v2
=
0 2581.
244.19 2670.04 5348.87 55.54 98 4207.35 16156.37 191.94  4070.51  8075.77
0. 1387.
ptx 5 135.47 1404.52 2822.49 35.79 26 2386.16 8756.73 11438  2193.88  4293.33
0. 448.3
9 51.15 421.74 854.96 16.87 3 998.64 3023.07 56.27 746.77 1410.06
cubi | 0 63.16 603.23 1205.79 17.29 599.5 958.16 3617.48 53.66 900.41 177591




Fip S —#EmaARERYE R GPU MK T & 19
n 4
0 330.6
5 37.35 325.60 651.48 12.41 6 557.98 2019.41 34.54 500.04 972.04
0. 106.7
9 16.41 98.54 196.79 7.29 9 232.54 709.35 19.16 177.29 333.29

T ptx 2 XATERF SO, AR cubin BEOR7E 0.9 MIMEAEE T, HATH) cubin SCAF K/ A

7.29KB-709.35KB. & 1 47 fifi TF 4, ATt 2% FE G A e IF 3 p 1) 415 4 Bl F AKX 32 47 I 48 2 1) 19 520 3RATT
G E M nvprof TE,ZuiHH T84 Ui 7] 188 5 B0k 12 FH 2L 1 b R AT FRATT I 75 v 2R L) kernel 5
cuDNN #1 cuSPARSE #4777 % b, S o i I ARG BR A LN 0.9,7E 10 M7 st 45 R WK 5.
FHXF T cuDNN 1 cuSPARSE, FATAE M) kernel 7E32 47 I B T 48 -4V I) 4 18 75 >R (1 P& LL ) BEAIC. e T
D& T R 7850 S 42 B AH 5K A 98 4 (45X 8 2 (K U7 1 28 9 I U7 1 A X, GPU - _E B4R 495 1)
AT DL A 3 P — 0 BT 454 I BEAT X R 4 BRI
Table 5 Percentage of stalls caused by instruction fetch delay

RS HTIREUR — %46 2 A LR 5 BUAAT PH ZE 0 L 1

alexnet-co  alexnet-co  alexn  lenet-co lenet-co resnet-co  resnet-co  vgg-con vgg-con
BT nvl nv2 et nvl nv2 nvl nv2 vl vgg-con v3
) -con v2
v3
cuDNN 6.81
4.89% 5.02% % 6.30% 4.77% 3.95% 4.86% 4.91% 3.60% 3.28%
J7 | cuSPAR 6.58
W SE 5.03% 5.96% % 6.41% 5.11% 4.03% 4.08% 9.87% 4.23% 3.74%
Our 3.24 2.70%
1.64% 2.12% % 2.67% 4.31% 2.83% 3.50% 1.49% 2.27%
4 MAXIME

FEIX — 5 oh FRATDS AR O& AR BEAT 70 M7 FRATT 22 A 9 H At DAOIR S 6 i 22 10 2% AT O H B i) A IS
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4.1 BRHEMEMREMRIL

Intel $2H T GSPO HykAiAb CPU LR 5745 . GS 1655 17 25 R W0y s 7 R I - ) 4 o e v i A, A
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Ah,GS T tiling A1) B E R ARMRATE CPU LB EE 15 il 145 47t &GS ] CSR 2B Bl 2
H, 5 ARSI 7 AR L2 o FH AN A7 25 1) 5F T 808 2 I T Ui A7, 1E F R SR R ILEE T CSR R
R SR R 1 A5 A7 FE 4. Sparse CNIND 0 I T 7 e 52 0 00 HE I oL 7 3 S5 11 JELARL A 2 0 A
B 47 J5 51N BB 5 48 B A0 B 25 46 MR SRV 4E CPU AVX256 1544 b HEAT 7 F T se Bl AF & X JF U5 10
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TN BRIT AR T E 0 AR AR A S 5 R T — ol i 00w 8] 2R s AN 7R 20 6] — B (0 R TR s i 5
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B S HON B N BE A B T R SN E SR T E AT IR R R B
BASTHI T A B AR BRI R T L R 5 A B A B SR R B U AE R84, DL
FTAESEIF CPU AL RS X GPU F & . Eik TAEMMMALE AR A s B 428 FH B GPU T & F A3
T GPU (s s i T B IR, 45 & PTX 454 HI4F SO 1T T JUAR TR 4 M5 (4 5% B AR AT A= B 7 1. Ta) B 1)
T GPU 174 |2 IR A U5 47 B 42 B4 s AL T W B S AR IS AT I i U A7 P R

Escoin®! 4S5 6 AUE GPU “F & EYEREZE 10 10 8L & GS GRS, 65t L 7E GPU L
SEILREAT T ARG AR R T 3L A AN A S IR EH GE VAR A B R SO R T AR
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THT RGBS HO S LSTM 5 507E 10 &b AE RSP wp fE 4 1 By B A 5 vk 4 0
AT REE S I 2 AP AE BB EOR BT e IR A RO 1R 0 SR AEFE R X RS T AR
GPU £ F% 8] ) S 3 3 4, I8 FH 36 52 9 A7 A DR AE B N B0 b IR AN SR S U7 47 10 . 5 DA b A AH Bl RATT IR O v
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4.2 BRI E LS IR 2R

T X 65 78 222 000 2% T S0 3 DAE AT A B 88 SR A5 A A0Sl 17 ) R, t A — 226 T 2 3o e v 1 ook
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(S BORN P BGAF R T4 T KR BEFE.SCNNEO! [ IR F 2 Kb (1 R P A Re LU 35095 o 21 7R3N
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