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Abstract:  Application-Level checkpointing is a widely concerned technique used in large-scale scientific computing fields, and
programmers to choose the appropriate place to save crucial data: henceforth, the fault-tolerant overhead can be reduced. There are two
key issues in adopting this technique: find the proper place and reduce the scale of global checkpoints saving datum. The same problem is
encountered when emerging heterogeneous systems with general purpose computation on GPUs. Towards architecture of heterogeneous
system and characterization of application, this paper performs static analysis for the checkpointing configurations and placements, and
two novelty approaches are proposed: ‘synchronous checkpoint placement’ and the ‘asynchronous checkpoint placement’. The placement
problem of checkpoints can be mathematically modeled and solved. Finally, their performances are evaluated via conducting experiments.
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//Main on CPU

float *ac, *be, *cc; //Kernel on GPU
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cudaMalloc((void**)&ac,sizeof(float)*n*n); _ global__static void

matMultCUDA(const float*a,

/I transfer array to GPU size_t 1da,const float*b,size t 1db,

cudaMemcpy2D(ac,sizeof(float)*n,a,..., float*c,size t ldc, int n)
cudaMemcpyHostToDevice); { /] get the thread index

const int tid=threadldx.x;

/I execute the kernel const int bid=blockIdx.x;

matMultCUDA( blocks*n,threads) — const int idx=bid*block Dim.x+tid;

(ac,n,be,n,ce,n,n); Data

// transfer stream to CPU Transfer // perform operations

cudaMemcpy2D(c,sizeof(float)*1dc,cc,..., c[row*ldct+column]=...;
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Fig.2 Matrix multiply on CUDA
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Fig.3 Program process on heterogeneous system
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Fig.7 Process of asynchronous checkpointing
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Fig.8 Asynchronous checkpoint placement on CPU-GPU
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Ui PR ¥) N /> checkpoint 47 i 1 204 o A1HRAT I )45 6L F — AN BE 2 K 41 GIK] R 5T B2 #E GPU Ji ik
PEM K /> checkpoint A (1) 504 2 RTPAT B 0145 B 5 0T SCAR [R]L,CIN]S  GIK]M B — AN J0 25 #2& — S 284l
C_struct 145 F 7, #ELHE H0 88 5K/ size FIFE P PAT BIHZAL B AR B PAT B IA] time 3X B A3 L A 72 5 40 1) 78
CPU Al GPU it $447 #1454 checkpoint £i7 & (K1 8] C[i].time Al G[j].time W #} Al 1 profiling T. H.3k75.
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B CPU 34 Ik checkpointing (I A [AKE 4 Te,GPU S 4EP X checkpointing I AW f& 4 T,
Te<MTBFcpy, Te<MTBFgpy. M4, XA Al il 41 52 o 2R AT 0-1 3EEOM LI 2 8 o By CPU i 7 fif
checkpoint 24 B £ () 1/0 417 58,8, b CPU-GPU 115415 5, e 8047 #  GB/s.

min[i Cli}sizex il i[G[j].sizex ylil , Glilsizex y[j]B .

<" B Z B B,
Yy o
0 ix{i]:M,iym:M';
@ M < NM <K
3) ifix[i]zl then C[a]time — C[b]time < T, i,a,b e[L,N], (2-4)
ifzb:y[j] =2, then G[a].time —G[b].time < T, j,a,b e[LK];
(4) x[ij]iOOrl,i:1~N,y[j]:Oorl,j:1~K.

55 A B TR LR 1 i B AR AR R B (2-4) h AT 4 AN EAT S AR5 AT(2)#% 7R CPU i
GPU i 5\ ¥ checkpoint # i AT N FlK; 2 4(3) 2K 7E CPU Hipii HU ) M A~ checkpoint H AT 2=0AH I I AN 1) i
J¥) 101) o A A0/ T B4 T T, 7E GPU i BEER ) MY checkpoint H AT 32 AH A 7 A4 1 B 1) 1) B o 20 /N F 3026 T T
(4R CPU i N /> checkpoint 7 T 14— AN 845 AT fg bl O B SOl MIBR I GPU i 5 K A
checkpoint £7 & H R — N AT BEBE OR B B0 A 5
23 RBERE

TERT ST, FRATT 43 A [F) 20 K S 2P ML checkpoint 3 B JEAT T 018, 37 KR T Tee, Te B To MR MR 105X
EERIY AR, T4 R ALK checkpoint B¢E I A ) 5 7R B4 R A checkpoint I ] [H] B 4b 15 & 1)
checkpoint E1 A — & A& 45 M A 38 1.5 T4l checkpoint 1% & A7 B 1M &, HFTAE kernel &b 75 B ARAE AR ASZL

— SRR A £ kernel, X F AN [F 1) kernel, BT 75 £RAF 1) checkpoint ZH £ /N2 AN [8] 19, 8] bk 76—
SE T 2% 2 R ] P 3 R A B0 B /N checkpoint A7, 1T LS 4T Mg/ 42 JR) checkpointing 4.

E S0 A0 5B AT A TG B X6 ) (1% CPU R GPU 4% [1IEHU checkpoint BEAT 43 73] 15 &, i4
BLLE I B ) 78— 2 A ) TRD B 6F ) R (2) B 3 — 20 (R ki, PR AR 1) B (D)3E HE ) CPU K& GPU P i K 25 o7
IR PR G AT AEAT R A AORAE IR A B EAT 43 A, B E S CPU AT GPU 3 %% H A 7E 1) £ Hs - A7 7 I
/IMF) checkpoint [/47 &3 2 — /M & (155 1) 8. 75 ZEXELEPI IR checkpointing 2 [] (14 I 1] [8] B EAT (i %
EBCE, BB} checkpoint Z s (R A7 AT AL W B

BT B m e w CE 8 CPU A GPU 43 Jil I HUEE /NI checkpoint 203 CRA7A7 &, X m B 4 12 & (1) 7
BT S A HLE] checkpoint & IR AL SE A7 R0 AL 7 M RE e o HL 2 220 574 b 1 GPU, H. CPU Sip IR 25 28 f
IR /NAEAR KRR B g T2 106 W kernel BT (A 35 SR A8 8 008 125 (0 KN BT A BRATTHE 6F ) 26 ML A6
checkpoint AT (i F% & 15 & I, 35 A GPU K checkpoint $ & K437, R A% AT LUBUS A4S A Ak R

9 g NREAANE A kernel FLAT RIIE ER AR 5 IR R /N BRI 7R AT IR 1), G0l 3 7= 0% SR AR 58
(1 RN R € 88 S ARTR AL ST A 19 kernel, K (788 4% o At Y [ AME) kernel /T LA 21,76 i B B AL IR [l Py, 8 0L
15 6/ kernel, H: 1 5 54> kernel f4) 7% A8 1 2030 0 AR T L4 54, IR L, B ATKs checkpoint 1% & 7F X — kernel
ZJ5 H AR K /N T 24T checkpoint &L PR AF 1.

i A% 58 11 V0 [ = 2 2 M R B A 5 % N A [ 1) R Y T R AR R AT ) 5 I B LI X T L8 kernel 5
kernel - [A)¥E BRAR 5t (19 5040 22 = W SR 10 BV T 5 3 0 42 )R el checkpoint B[R] 1] BB 2EAT I B 5t 18,
checkpoint 47 F FE AT — e v [ 1 1 3, v DUIRCR AR K A AL B8 AL
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Size

At

Fig.9 Checkpoint selection in At
9 A% fEAt HP i checkpoint o7 E 1% 1Y

2.4 fREIKAR

R (2-3) . BT (2-4) 58 3 DNATSMEAREIEAL T 0-1 HERH R A A5 e 29 A1, P B AT IR AN 2 0-1 3%
BRI AR B AT AR AT A B SR AR 0-1 $E B0 R il 50 1) B M % v SR gt S 200y - A 2R R, i v b PT
FH LI BLBATT I F AR (2-4) ) SR AR A 925

FETY (2-4) () SR AR S B 10 BT,

Bk S T BT (2-4) IR SR AR L
MM N,K,Te, Te AT%41 CIN],GIK];
f B4 CIND,GIK AN checkpoint 3040 () /M.
1. AFEE— AT X[NTYIK], P55 2 60 1) H bR eR B P,Q, 1 I —AN ik 98 4 1F:
iCMmemhgRi[ﬂ”ﬂmxﬂ”+GMSmxwﬂ]<Q
< B = B B,
2. if HE LM SRR H AR BRI P1,Q1 AT B M I wE & 1F then
L2 R
else //B[# 2 I v8 4% 1
if 451 A2 ST (2-4) (AT E — N AR &A1) then
L
else //BJ14x s H ik 2
15 SO I8 1) 1ok 9E 45 1 P=P1,Q=Q1;

3
endif
endif

3. while B2 KRG H K
if T — AN a5 Y ) H A R e P2,Q2 AN B 1 i 98 41 then
EEHE 3L ERET A,
else /R A2 ok E 4% 1)
if 4R AN AR (2-4) TR — DN AR A A then
HEH 3L R AR
else  //RI 4= 3 H i AL
16 BUHT Y (13 98 4k 14 P=P2,Q=Q2;

R 3 ERT AR
endif
endif
endwhile

Fig.10 Algorithm for solving model (2-4)
10 BRI (2-4) ) SR AR SLI%
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3 LME5FME

3.1 REHE

H TR R REE R B K725 checkpointing AT AL A 4T M H PP AL SR, BATIE M T CUDA &
) Swim,Mgrid 2§ 6 PP & AT SL 0 M A& 4 7E CUDA ESEBL T N H 2% checkpointing 52 A & 2L 7] 25 Al
S5 (AT AL TR A, 25T i SCH8 S (9150 2 D7 25 AR I N B8 0 B I B AR Y (2-3) . B (2-4) I 240 TR 4% A
ST AR AL B BB AT T M B AU A BT UG RA (42, i T A ST K SE OB AS R AR KA T
305 BV B A 18 S 6 250 R B0 I A DR AR B 0 T AR R, S LA A AR B 5 e B ASEARLAE I (K] CPU 1) MTBFcpy 1
GPU [#] MTBFgpy; [l I, HR 48 2 :0(2-2) &t B 8 MTBF g, LA I IE T8 A1 77 925 1 AR A 0 3 A S 38 b, 3RATT %
MTBFcpy=400000ms,MTBFgpy=240000ms, IB-4 R4 1H 13 Hh RGE MTBFce=150000ms. 5 T LFEZ 40, —MIN A
MTBF/2 /& PJ X checkpointing < 7] [ g 0 ) 1] [7] B, % 32 9256 1 DAL R FRAEXT checkpoint 3E4T & &

g 68 L, FRAT e U H R — B335 )0 R0 S DA 1 R I B SRS N T T IR B B checkpoint £, 5% 4
PR VEIET R 2D B 57 0 HLHIHAAT — YR 1) checkpointing [ FF 485 & 4% J&) checkpointing FF 485 3EAT IR % Lk, 15 H 6
2 H AR, 5 LS o BT 7 VR AR B HEAT VT4

PEAR, BATTHE S5 TP 3 I restart HLHI A8 VA5 B T 52560 14 B 128 T PA% checkpointing L6 15 &
(131 B, FLAS SCIK 7 v 5 W LI D6 2R BRI 2y 77 B Ay 15 B 00 b 46 F 60 5 S8 7S SC T 42 HE 1R 04 1 SR s
[Pk i, 5t U6 42 JR) checkpoint HHE (R A7 T 44 BEAT 1 % EL AT PP A

S & B 1945+GTX295 #8281 CUDA JIR%5 2%, V0% CPU 4% E4#S & 2.66GHz,GPU GTX295 7
30SM(Stream Multiprocessor), 54~ SM 4 8 MZ, E4#4 4GB,CPU 5 GPU Z[ifEHuili vih 4GB/s, 7
LinuxSUSE 11.2 F#HTAR 515 25 2 .

32 RWHR

KA CUDA “F-& R B S WLl I S 2% checkpointing 35 A I 1) FRAS AT VFAl7, 0] 33 5 Ry L )3k AT
TGRSR B AR IR T —F 6 A%

o [AZUALET N E T checkpoint N H;

o FAK A RUWE T checkpoint M) # i

o [f]20 BE B 1) — IR checkpoint 1) E0 s £r A7 B 1]

o FU U E IR checkpoint )G R AF I A];

o MBSO T H A A5 4T H checkpointing (2 7 42 A2 47 I [7];

o LRSS N E =7 AT 1 checkpointing [ FE 3% #4432 47 1 ).

1A T EMRIPERD S PR A S & OUT, 7 3l checkpoint H 4 1, Sync_CKP £
[f5 % E T checkpoint )44, Aysnc CKP S 525 % B T checkpoint 1% ] LLA H, i F GPU ) MTBF /M F
CPU KJ MTBF, 50 % # ~,GPU i checkpoint £ % % T CPU 4ij;{H JC i CPU B¢ GPU i checkpoint % #B %
INTF R ¥ B R ) checkpoint (5.

Table 1 Number of checkpoints
x1 RAELAHE

Sync CKP | Async CKP

CPU-GPU | CPU  GPU
Swim 14 5 9
Mgrid 56 21 35
FFT2D 11 4 7
BackProp 66 24 41
BFS 28 10 17
Gaussan 52 19 32

2 B T B FEFPAE AT R AAT HLIEI checkpointing 38441 17 I 7] FF45.Sync_CKP J& i3 [Fl 25 %
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N 2% checkpointing FIFE /7 1 & B 7] FF44,Async_CKP &7 7 57 20 i B W 2% checkpointing FEIFE )T (1) & B (7]
TEA. T LA R0 A B T RE P S A I T DT 42 A K T D R A e B AR e JAA T I 1, v 22
% K Mgrid 352 7 357 889ms, /M FFT2D 4 15 438ms.3X & i T FFT2D AL U /N, H. checkpoint
KR AR A7 TN A 138 IR checkpointing [R) IR ) FF 555 /N 3 B ).
Table 2 Time overhead of checkpointing
F 2 KA RN R F R
Sync_Ckp (ms)  Async_Ckp (ms)

Swim 1261289 1148 858
Mgrid 4756 304 4398 415
FFT2D 881 425 865 986
BackProp 5235780 5042 400
BFS 2197 076 2125 882
Gaussan 3930 368 3912 090

1L 4 T AERE 5 5 D W R BB OB &N P HAT — X checkpointing (145 AR B 7] LLBE 2 HW
B, B — 520 B E 1 checkpoint 75 PR A7 I RIS 8] 4 2238 /N T [7] 22 1 checkpoint TR A2 1] [8]. BFS S5 7R 57 20
¥ E IR BAR checkpointing I 8] E [ 25 ¥ & AR checkpointing 1N [8) T4 8N T 57.3%, Ml /N i /> ) FET2D
IR T 33.5%. 7 W, RIS 2 B0 00k 25 40 53 40 BOCE T I A 22 W) Sl /) T [ 20 6 B I ) 48,

12 5 T A5 P B T AN AR P 0T I 8] 1) 42 J&) checkpointing [ 85 AT0K 4. o] LATE 2 1 0
W B 5T [/ — AN FE R, H 7 20 B E 45 R checkpointing Y I R FF A4 22328 /N T+ [7) 25 % & 1) checkpointing. 2 7,
T4 2 BE 45 O WH 2 1) BES S35 7E 5520 W B W 1427 checkpointing [ i [0] LY [R] 20 ¥ & 145 J7) checkpointing B
M) /> 73.3%, 10 2= Bi e /N FFT2D AR T 58.4%. b n] WL, 520 % B #) checkpointing A%t - 7] 25 ¥ &
checkpointing 7E -85 A W3 AL H.

JE i S5 AT UG 258, T CPU i checkpoint £ R A7 T84 )5 (1 57 20 % & checkpointing AFX T [F] 20 & &
checkpointing 7E T84 b AR5 W1 2 AP F 1 73 T B IR checkpoint £ CRAF I [B] T4 (00 5% Eo gk T LUR
W2 R ERS W B RS BN N checkpoint R M LR L Xt BRI THELLLE
checkpointing o [F] FF44 1 1) EOK ZE 8. tH UL AT LUE H, 5300 & B NV ) checkpointing AR TE G M T =4 %
48, Fo0 T 5 0 R G BB T A A FO P B3R T+t A 2> BRI AE AR 6 Rh& v FFT2D AT H 4 5 A
SVEAE PR B J7 15068 B IR PR 28 R /N X T H A SRS K, . checkpoint R ECH CRAF 150 /N R Jist [R5 1
ST L TR 75 BEARAR R IR S B 1 RS B o BT 14t %) S 20 B A IR0 AT T checkpointing P BE
M4 T A7 B A 2 R AR

#One sync_CKP (ms) One async_CKP (ms)

12000
10000 -

8000

6000+

4000

2000+

0,
SWIM MGRID FFT2D BackProp BFS Gauss

Fig.11 Time overhead of one sync & async checkpointing
B 11—k 575 checkpointing I [H] 45
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ESync CKP (ms) & Async_CKP (ms)
12000

10000

8000

6000

4000

2000

SWIM  MGRID FFT2D BackProp  BFS Gauss

Fig.12 Time overhead of global sync & async checkpointing
K12 A28 5 ol i B T 4 R R A g ) 4

4 MEXIME

IR ST R T T ) S A RSN S checkpointing B A AR 40 ¥ T 5 305 T A% 4 [R) K4 2 40 1 . FH 4%
checkpointing L4k ¥ B 7 AL B A FH KA AL checkpointing 1K) A7 #E A2 A8 25 s 1K 1 35 iy )3 1 [7) S HE A %%
P Krishna 55 A\l S 7E 1984 42t — FhA 2850 1t 1A 2 s0—— R GE MR 10 I S0 &8 B0 A0 i H P (P 245
S 1y b2 A S R B b 1 checkpoint FH PR AT T 85 A AR A AR HE, FH & 1AL R 7R Bt /M checkpointing T4 .

MK TAEEA AT graph-theoretic J5iEAE J 48 FF2)F BUEAT checkpoint [ 4 AP 38 ik 4 PR S5 A1)
checkpoint £ &, 18438 K checkpoint I [l . #EE ) checkpoint I 7] B 3] 8232 47 I 7] 45 T LA d5t /MK A SE 1T
GO AR T ALK 7 1S4 AR I 16 7 A B AR 45 1 R4 R G T R 100, 9 R DL — 225 L A A ekt
SR SN 24 checkpointing 43 A 1) 8 B 7 .

K25 GPU F N\ H v 54008 7% 28 va Pk e T S5 80U THT 1) GPU 1) 355 e AR WA 45 K s AR DI 9 G
T E2 H AT, 50 2 G b i T IR AR BOR 8 B S 2 M AT TUR AR A U AR 5K  Sheaffer AT NVIDIA 58 /N (1)
Luebke %5 A 7E 2007 4F B4 T —Fl il 17 #8 2 H AT 1 GPGPU 1 S 1 (4 24 J0 A R ML), George 25 A
175 2008 4F DSN £ 130 F 4 H T BB P 0URE T A% R ) 25 B0 S B A 1) 5 M) R 4 0 2 7 PO A SRR U 7
[fil,Dimitrov % A& H T —F LA AT kernel (1975 kX GPU - % A= [0 W i g B 30 47 g e i 0 27 4 oA 10 5
K RGBT 0T I checkpointing £ A FIATFTIEAR D 4 3 A HH L — B B0 X — BRI AL BEE 7
15 AR CIET CUDA - & JB TP 90, K B FH 2 checkpointing 324 N F - 55 44 R 4, H 06 AR AL 1 B 1) AT 8 4
o3, B L PN R WL 60 B T 35, A SO s/ T AR T 4R e T A R T e

5 B %
YT, R R G v SEHLIE W N w2 R T A AR T 1) S5 A ) 50 8 A I 5 0 44 A0 1 AT R F 5 4 i 2

AR R G AT BRI R G AR A M B MR () SR e 2 AT A T A AR N K IX
Ay AT AR AL T 17 572 A%) 28 00 F) A T A 312 03t 17 S R RO IT S MDIE A0 2 10 5 B 0 ) N B0, S 300D 1) S ) 0 06 ) 0
ACTT AT 3 T AL ST A K R G v RO AR 7 3 A A E 503 mT LK A 2 4 e O 48t SEAT BI5RT P RSEAT 7 SLI
AR TR,

AR SRR S AR GE R S BT B TR SRR AR SR R D S SR N TR checkpointing IDRAG B TT
0 A SE I ok i, ) 20 A A e T i B B T S0 T R P B ke S A BN DR IR [ G R e B T VA B
I RE RSN T /AN PR I PR P 5 0 S 20 S 8 B 75 2 U S KA 2 P R AT T o 2
VR PEAL TIXPIETTIER 6 A ST R (DU R R 5 AR W), 5 D 1 s Y B DT A T R DA
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BB T TG T M) R G0, 1% 75V T AT AU AIK 42 50 checkpointing 19 TR, 55 AT RO R TH T S b R e 1 FH 4%
checkpointing $3 A L RE. AR (1 TAR G BE 25 WF ST 17 57 44 28 48 00 2 B R, R0 (K 284 WL AR A A I A
THE TR
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